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ABSTRACT DATA TYPES (ADT)

An abstract data type (ADT) is a set of operations. Abstract data types are mathematical abstractions; nowhere in an ADT's definition is there any mention of how the set of operations is implemented. This can be viewed as an extension of modular design.The basic idea is that the implementation of these operations is written once in the program, and any other part of the program that needs to perform an operation on the ADT can do so by calling the appropriate function. Objects such as lists, sets, and graphs, along with their operations, can be viewed as abstract data types, just as integers, reals, and booleans are data types.
LIST ADT – array based implementation

List is an ordered set of elements. 

The general form of the list is 

A1, A2, A3, ..... ,AN 

A1 - First element of the list 

AN - Last element of the list 

N - Size of the list 

If the element at position i is Ai then its successor is Ai+1 and its predecessor is Ai
Array is a collection of specific number of data stored in consecutive memory locations. 

* Insertion and Deletion operation are expensive as it requires more data movement 

* Find and Printlist operations take constant time. 

* Even if the array is dynamically allocated, an estimate of the maximum size of the 

  list is required which considerably wastes the memory space. 

LIST ADT – linked list based implementation

The linked list consists of a series of structures, which are not necessarily adjacent in memory. Each structure contains the element and a pointer to a structure containing its successor. We call this the next pointer. The last cell's next pointer points to ; this value is defined by C and cannot be confused with another pointer. ANSI C specifies that is zero.
A linked list
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Linked list with actual pointer values
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Deletion from a linked list
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Insertion into a linked list

[image: image4.png]@ |7

as





Linked list with a header
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Type declarations for linked lists

typedef struct node *node_ptr;

struct node

{

element_type element;

node_ptr next;

};

typedef node_ptr LIST;

typedef node_ptr position;
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Empty list with header

Function to test whether a linked list is empty

int is_empty( LIST L )

{

return( L->next == NULL );

}

int

is_last( position p, LIST L )

{

return( p->next == NULL );

}

Function to test whether current position is the last in a linked list

The next routine we will write is find. Find, returns the position in the list of some element. Line 2 takes advantage of the fact that the and (&&) operation is short-circuited: if the first half of the and is false, the result is automatically false and the second half is not executed. 

Deletion routine for linked lists

/* Delete from a list. Cell pointed */

/* to by p->next is wiped out. */

/* Assume that the position is legal. */

/* Assume use of a header node. */

void

delete( element_type x, LIST L )

{

position p, tmp_cell;

p = find_previous( x, L );

if( p->next != NULL )  /* Implicit assumption of header use */

{                      /* x is found: delete it */

tmp_cell = p->next;

p->next = tmp_cell->next; /* bypass the cell to be deleted */

free( tmp_cell );

}

}

Find routine

/* Return position of x in L; NULL if not found */

position find ( element_type x, LIST L )

{

position p;

/*1*/        p = L->next;

/*2*/        while( (p != NULL) && (p->element != x) )

/*3*/        p = p->next;

/*4*/        return p;

}

Find_previous--the find routine for use with delete

/* Uses a header. If element is not found, then next field */

/* of returned value is NULL */

position find_previous( element_type x, LIST L )

{

position p;

/*1*/  p = L;

/*2*/  while( (p->next != NULL) && (p->next->element != x) )

/*3*/       p = p->next;

/*4*/  return p;

}

Insertion routine for linked lists

/* Insert (after legal position p).*/

/* Header implementation assumed. */

void insert( element_type x, LIST L, position p )

{

position tmp_cell;

/*1*/        tmp_cell = (position) malloc( sizeof (struct node) );

/*2*/        if( tmp_cell == NULL )

/*3*/              fatal_error("Out of space!!!");

else

{

/*4*/              tmp_cell->element = x;

/*5*/              tmp_cell->next = p->next;

/*6*/              p->next = tmp_cell;

}

}

CURSOR BASED LINKED LIST

Declarations for cursor implementation of linked lists

typedef unsigned int node_ptr;

struct node

{

element_type element;

node_ptr next;

};

typedef node_ptr LIST;

typedef node_ptr position;

struct node CURSOR_SPACE[ SPACE_SIZE ];

An initialized CURSOR_SPACE

  Slot  Element  Next

----------------------

    0              1

    1              2

    2              3

    3              4

    4              5

    5              6

    6              7

    7              8

    8              9

    9             10

   10              0

To perform a free, we place the cell at the front of the freelist. Figure 3.30 shows the cursor implementation of malloc and free. Notice that if there is no space available, our routine does the correct thing by setting p = 0. This indicates that there are no more cells left, and also makes the second line of cursor_new a nonoperation (no-op). 

Given this, the cursor implementation of linked lists is straightforward. For consistency, we will implement our lists with a header node. If the value of L is 5 and the value of M is 3, then L represents the list a, b, e, and M represents the list c, d, f. 

Routines: cursor-alloc and cursor-free

position cursor_alloc( void )

{

position p;

p = CURSOR_SPACE[O].next;

CURSOR_SPACE[0].next = CURSOR_SPACE[p].next;

return p;

}

void

cursor_free( position p)

{

CURSOR_SPACE[p].next = CURSOR_SPACE[O].next;

CURSOR_SPACE[O].next = p;

}

Example of a cursor implementation of linked lists

  Slot  Element  Next

----------------------

    0      
- 

6

    1      
b

9

    2      
f       

0

    3    
header    

7

    4      
-       

0

    5    
header   

10

    6      
-       

4

    7      
c       

8

    8      
d       

2

    9      
e       

0

   10      
a       

1

To write the functions for a cursor implementation of linked lists, we must pass and return the identical parameters as the pointer implementation. The routines are straightforward. 

The code to implement deletion is shown below. Again, the interface for the cursor implementation is identical to the pointer implementation. 

The rest of the routines are similarly coded. The crucial point is that these routines follow the ADT specification. They take specific arguments and perform specific operations. The implementation is transparent to the user. The cursor implementation could be used instead of the linked list implementation, with virtually no change required in the rest of the code. 

Function to test whether a linked list is empty--cursor implementation

int is_empty( LIST L )  /* using a header node */

{

return( CURSOR_SPACE[L].next == 0

}

Function to test whether p is last in a linked list--cursor implementation

int is_last( position p, LIST L)  /* using a header node */

{

return( CURSOR_SPACE[p].next == 0

}

Find routine--cursor implementation

position find( element_type x, LIST L) /* using a header node */

{

position p;

/*1*/       p = CURSOR_SPACE[L].next;

/*2*/       while( p && CURSOR_SPACE[p].element != x )

/*3*/             p = CURSOR_SPACE[p].next;

/*4*/       return p;

}

Deletion routine for linked lists--cursor implementation

void delete( element_type x, LIST L )

{

position p, tmp_cell;

p = find_previous( x, L );

if( !is_last( p, L) )

{

tmp_cell = CURSOR_SPACE[p].next;

CURSOR_SPACE[p].next = CURSOR_SPACE[tmp_cell].next;

cursor_free( tmp_cell );

}

}

Insertion routine for linked lists--cursor implementation

/* Insert (after legal position p); */

/* header implementation assumed */

void

insert( element_type x, LIST L, position p )

{

position tmp_cell;

/*1*/       tmp_cell = cursor_alloc( )

/*2*/       if( tmp_cell ==0 )

/*3*/       fatal_error("Out of space!!!");

else

{

/*4*/            CURSOR_SPACE[tmp_cell].element = x;

/*5*/            CURSOR_SPACE[tmp_cell].next = CURSOR_SPACE[p].next;

/*6*/            CURSOR_SPACE[p].next = tmp_cell;

}

}

The freelist represents an interesting data structure in its own right. The cell that is removed from the freelist is the one that was most recently placed there by virtue of free. Thus, the last cell placed on the freelist is the first cell taken off. The data structure that also has this property is known as a stack
DOUBLY LINKED LIST
A Doubly linked list is a linked list in which each node has three fields namely data field, forward link (FLINK) and Backward Link (BLINK). FLINK points to the successor node in the list whereas BLINK points to the predecessor node.
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STRUCTURE DECLARATION : - 

Struct Node 

{ 

int Element; 

Struct Node *FLINK; 

Struct Node *BLINK 

ROUTINE TO INSERT AN ELEMENT IN A DOUBLY LINKED LIST 

void Insert (int X, list L, position P) 

{ 

Struct Node * Newnode; 

Newnode = malloc (size of (Struct Node)); 

If (Newnode ! = NULL) 

{ 

Newnode ->Element = X; 

Newnode ->Flink = P [image: image8]Flink; 

P ->Flink ->Blink = Newnode; 

P ->Flink = Newnode ; 

Newnode->Blink = P; 

} 

} 

ROUTINE TO DELETE AN ELEMENT 

void Delete (int X, List L) 

{ 

position P; 

P = Find (X, L); 

If ( IsLast (P, L)) 

{ 

Temp = P; 

P ->Blink->Flink = NULL; 

free (Temp); 

} 

else 

{ 

Temp = P; 

P ->Blink ->Flink = P->Flink; 

P ->Flink ->Blink = P->Blink; 

free (Temp); 

} 

} 

Advantage 

* Deletion operation is easier. 

* Finding the predecessor & Successor of a node is easier. 

Disadvantage 

* More Memory Space is required since it has two pointers.

Advantages of doubly linked list over singly linked list?

* Deletion operation is easier. 

* Finding the predecessor & Successor of a node is easier. 

APPLICATIONS OF LIST ADT

Type declarations for array implementation of the polynomial ADT

typedef struct

{

int coeff_array[ MAX_DEGREE+1 ];

unsigned int high_power;

} *POLYNOMIAL;

An alternative is to use a singly linked list. Each term in the polynomial is contained in one cell, and the cells are sorted in decreasing order of exponents. For instance, the linked lists in represent p1(x) and p2(x). 
Procedure to initialize a polynomial to zero

void zero_polynomial( POLYNOMIAL poly )

{

unsigned int i;

for( i=0; i<=MAX_DEGREE; i++ )

poly->coeff_array[i] = 0;

poly->high_power = 0;

}

Procedure to add two polynomials

void add_polynomial( POLYNOMIAL poly1, POLYNOMIAL poly2,

POLYNOMIAL poly_sum )

{

int i;

zero_polynomial( poly_sum );

poly_sum->high_power = max( poly1->high_power,poly2->high_power);

for( i=poly_sum->high_power; i>=0; i-- )

poly_sum->coeff_array[i] = poly1->coeff_array[i] + poly2->coeff_array[i];

}

Procedure to subtract two polynomials

void sub_polynomial( POLYNOMIAL poly1, POLYNOMIAL poly2,

POLYNOMIAL poly_sub)

{

int i;

zero_polynomial( poly_sub);

poly_sub->high_power = max( poly1->high_power,poly2->high_power);

for( i=poly_sub->high_power; i>=0; i-- )

poly_sub->coeff_array[i] = poly1->coeff_array[i] - poly2->coeff_array[i];

}

Procedure to multiply two polynomials

void mult_polynomial( POLYNOMIAL poly1, POLYNOMIAL poly2,

POLYNOMIAL poly_prod )

{

unsigned int i, j;

zero_polynomial( poly_prod );

poly_prod->high_power = poly1->high_power+ poly2->high_power;

if( poly_prod->high_power > MAX_DEGREE )

error("Exceeded array size");

else

for( i=0; i<=poly->high_power; i++ )

for( j=0; j<=poly2->high_power; j++ )

poly_prod->coeff_array[i+j] +=poly1->coeff_array[i] * poly2->coeff_array[j];

}
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DECLARATION FOR LINKED LIST IMPLEMENTATION OF POLYNOMIAL ADT 
Struct poly 

{ 

int coeff ; 

int power; 

Struct poly *Next; 

}*list 1, *list 2, *list 3; 

CREATION OF THE POLYNOMIAL 

poly create (poly *head1, poly *newnode1) 

{ 

poly *ptr; 

if (head1= =NULL) 

{ 

head1 = newnode1; 

return (head1); 

} 

else 

{ 

ptr = head1; 

while (ptr->next ! = NULL) 

ptr = ptr->next; 

ptr->next = newnode1; 

} 

return (head1); 

} 

ADDITION OF TWO POLYNOMIALS 

void add ( ) 

{ 

poly *ptr1, *ptr2, *newnode; 

ptr1 = list1; 

ptr2 = list2; 

while (ptr1! = NULL && ptr2! = NULL) 

{ 

newnode = malloc (sizeof (Struct poly)); 

if (ptr1->power = = ptr2->power) 

{ 

newnode->coeff = ptr1->coeff + ptr2->coeff; 

newnode->power = ptr1->power; 

newnode->next = NULL; 

list 3 = create (list3, newnode); 

ptr1 = ptr1->next; 

ptr2 = ptr2->next; 

} 

else 

{ 

if (ptr1->power > ptr2->power) 

{ 

newnode->coeff = ptr1->coeff; 

newnode->power = ptr1->power; 

newnode->next = NULL; 

list3 = create (list3, newnode); 

ptr1 = ptr1->next; 

} 

else 

{ 

newnode->coeff = ptr2->coeff; 

newnode->power = ptr2->power; 

newnode->next = NULL; 

list3 = create (list3, newnode); 

ptr2 = ptr2->next; 

} 

} 

} 

SUBTRACTION OF TWO POLYNOMIAL 

void sub ( ) 

{ 

poly *ptr1, *ptr2, *newnode; 

ptr1 = list1 ; 

ptr2 = list 2; 

while (ptr1! = NULL && ptr2! = NULL) 

{ 

newnode = malloc (sizeof (Struct poly)); 

if (ptr1->power = = ptr2->power) 

{ 

newnode->coeff = (ptr1->coeff) - (ptr2->coeff); 

newnode->power = ptr1->power; 

newnode->next = NULL; 

list3 = create (list 3, newnode); 

ptr1 = ptr1->next; 

ptr2 = ptr2->next; 

} 

else 

{ 

if (ptr1->power > ptr2->power) 

{ 

newnode->coeff = ptr1->coeff; 

newnode->power = ptr1->power; 

newnode->next = NULL; 

list 3 = create (list 3, newnode); 

ptr1 = ptr1->next; 

} 

else 

{ 

newnode->coeff = - (ptr2->coeff); 

newnode->power = ptr2->power; 

newnode->next = NULL; 

list 3 = create (list 3, newnode); 

ptr2 = ptr2->next; 

} 

} 

} 

} 

POLYNOMIAL DIFFERENTIATION 

void diff ( ) 

{ 

poly *ptr1, *newnode; 

ptr1 = list 1; 

while (ptr1 ! = NULL) 

{ 

newnode = malloc (sizeof (Struct poly)); 

newnode->coeff = ptr1->coeff *ptr1->power; 

newnode->power = ptr1->power - 1; 

newnode->next = NULL; 

list 3 = create (list 3, newnode); 

ptr1 = ptr1->next; 

} 

} 

STACK ADT – Linked list based implementation
PUSH : The process of inserting a new element to the top of the stack. For every push operation the top is incremented by 1. 

POP : The process of deleting an element from the top of stack is called pop operation. After every pop operation the top pointer is decremented by 1. 

Exceptional conditions

OverFlow : Attempt to insert an element when the stack is full is said to be overflow. 

UnderFlow: Attempt to delete an element, when the stack is empty is said to be underflow.
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Type declaration for linked list implementation of the stack ADT

typedef struct node *node_ptr;

struct node

{

element_type element;

node_ptr next;

};

typedef node_ptr STACK;

/* Stack implementation will use a header. */
Routine to test whether a stack is empty-linked list implementation

Int is_empty( STACK S )

{

return( S->next == NULL );

}

Routine to create an empty stack-linked list implementation

STACK create_stack( void )

{

STACK S;

S = (STACK) malloc( sizeof( struct node ) );

if( S == NULL )

fatal_error("Out of space!!!");

return S;

}
void make_null( STACK S )

{

if( S != NULL )

S->next = NULL;

else

error("Must use create_stack first");

}
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Routine to push onto a stack-linked list implementation

void push( element_type x, STACK S )

{

node_ptr tmp_cell;

tmp_cell = (node_ptr) malloc( sizeof ( struct node ) );

if( tmp_cell == NULL )

fatal_error("Out of space!!!");

else

{

tmp_cell->element = x;

tmp_cell->next = S->next;

S->next = tmp_cell;

}

}
Routine to return top element in a stack--linked list implementation

element_type top( STACK S )

{

if( is_empty( S ) )

error("Empty stack");

else

return S->next->element;

}

Routine to pop from a stack--linked list implementation

void pop( STACK S )

{

node_ptr first_cell;

if( is_empty( S ) )

error("Empty stack");

else

{

first_cell = S->next;

S->next = S->next->next;

free( first_cell );

}

}

STACK ADT – Array list based implementation
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STACK definition--array implementaion

struct stack_record

{

unsigned int stack_size;

int top_of_stack;

element_type *stack_array;

};

typedef struct stack_record *STACK;

#define EMPTY_TOS (-1) /* Signifies an empty stack */
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Stack creation--array implementaion

STACK create_stack( unsigned int max_elements )

{

STACK S;

/*1*/       if( max_elements < MIN_STACK_SIZE )

/*2*/            error("Stack size is too small");

/*3*/       S = (STACK) malloc( sizeof( struct stack_record ) );

/*4*/       if( S == NULL )

/*5*/            fatal_error("Out of space!!!");

/*6*/       S->stack_array = (element_type *)

malloc( sizeof( element_type ) * max_elements );

/*7*/       if( S->stack_array == NULL )

/*8*/            fatal_error("Out of space!!!");

/*9*/       S->top_of_stack = EMPTY_TOS;

/*10*/      S->stack_size = max_elements;

/*11*/      return( S );

}

Routine for freeing stack--array implementation

void dispose_stack( STACK S )

{

if( S != NULL )

{

free( S->stack_array );

free( S );

}

}

Routine to test whether a stack is empty--array implementation

Int is_empty( STACK S )

{

return( S->top_of_stack == EMPTY_TOS );

}

Routine to create an empty stack--array implementation

void make_null( STACK S )

{

S->top_of_stack = EMPTY_TOS;

}
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Routine to push onto a stack--array implementation

void push( element_type x, STACK S )

{

if( is_full( S ) )

error("Full stack");

else

S->stack_array[ ++S->top_of_stack ] = x;

}

Routine to return top of stack--array implementation

element_type top( STACK S )

{

if( is_empty( S ) )

error("Empty stack");

else

return S->stack_array[ S->top_of_stack ];

}
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Routine to pop from a stack--array implementation

void pop( STACK S )

{

if( is_empty( S ) )

error("Empty stack");

else

S->top_of_stack--;

}

Routine to give top element and pop a stack--array implementation

element_type pop( STACK S )

{

if( is_empty( S ) )

error("Empty stack");

else

return S->stack_array[ S->top_of_stack-- ];

}

QUEUE ADT – Array based implementation

Queue Model

Fig. shows the abstract model of a queue. 
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 Model of a queue
For each queue data structure, we keep an array, QUEUE[], and the positions q_front and q_rear, which represent the ends of the queue. We also keep track of the number of elements that are actually in the queue, q_size. The following figure shows a queue in some intermediate state. By the way, the cells that are blanks have undefined values in them. In particular, the first two cells have elements that used to be in the queue.

The basic operations on a queue are enqueue, which inserts an element at the end of the list (called the rear), and dequeue, which deletes (and returns) the element at the start of the list (known as the front).

Enqueue - inserts an element at the end of the list (called the rear)

Dequeue - deletes (and returns) the element at the start of the list (known as the front).
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The operations should be clear. To enqueue an element x, we increment q_size and q_rear, then set QUEUE[q_rear] = x. To dequeue an element, we set the return value to QUEUE[q_front], decrement q_size, and then increment q_front. Other strategies are possible (this is discussed later). We will comment on checking for errors presently. 

There is one potential problem with this implementation. After 10 enqueues, the queue appears to be full, since q_front is now 10, and the next enqueue would be in a nonexistent position. However, there might only be a few elements in the queue, because several elements may have already been dequeued. Queues, like stacks, frequently stay small even in the presence of a lot of operations. 

The simple solution is that whenever q_front or q_rear gets to the end of the array, it is wrapped around to the beginning. The following figure shows the queue during some operations. This is known as a circular array implementation.
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The extra code required to implement the wraparound is minimal (although it probably doubles the running time). If incrementing either q_rear or q_front causes it to go past the array, the value is reset to the first position in the array. 

There are two warnings about the circular array implementation of queues. First, it is important to check the queue for emptiness, because a dequeue when the queue is empty will return an undefined value, silently. 

Secondly, some programmers use different ways of representing the front and rear of a queue. For instance, some do not use an entry to keep track of the size, because they rely on the base case that when the queue is empty, q_rear = q_front - 1. The size is computed implicitly by comparing q_rear and q_front. This is a very tricky way to go, because there are some special cases, so be very careful if you need to modify code written this way. If the size is not part of the structure, then if the array size is A_SIZE, the queue is full when there are A_SIZE -1 elements, since only A_SIZE different sizes can be differentiated, and one of these is 0. Pick any style you like and make sure that all your routines are consistent. Since there are a few options for implementation, it is probably worth a comment or two in the code, if you don't use the size field. 

In applications where you are sure that the number of enqueues is not larger than the size of the queue, obviously the wraparound is not necessary. As with stacks, dequeues are rarely performed unless the calling routines are certain that the queue is not empty. Thus error calls are frequently skipped for this operation, except in critical code. This is generally not justifiable, because the time savings that you are likely to achieve are too minimal. 

We finish this section by writing some of the queue routines. We leave the others as an exercise to the reader. First, we give the type definitions in Figure 3.57. We add a maximum size field, as was done for the array implementation of the stack; queue_create and queue_dispose routines also need to be provided. We also provide routines to test whether a queue is empty and to make an empty queue (Figs. 3.58 and 3.59). The reader can write the function is_full, which performs the test implied by its name. Notice that q_rear is preinitialized to 1 before q_front.
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Type declarations for queue--array implementation

struct queue_record

{

unsigned int q_max_size;  /* Maximum # of elements */

/* until Q is full */

unsigned int q_front;

unsigned int q_rear;

unsigned int q_size;      /* Current # of elements in Q */

element_type *q_array;

};

typedef struct queue_record * QUEUE;

Routine to test whether a queue is empty-array implementation

int is_empty( QUEUE Q )

{

return( Q->q_size == 0 );

}

Routine to make an empty queue-array implementation

void make_null ( QUEUE Q )

{

Q->q_size = 0;

Q->q_front = 1;

Q->q_rear = 0;

}

unsigned int succ( unsigned int value, QUEUE Q )

{

if( ++value == Q->q_max_size )

value = 0;

return value;

}
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Routines to enqueue-array implementation

void enqueue( element_type x, QUEUE Q )

{

if( is_full( Q ) )

error("Full queue");

else

{

Q->q_size++;

Q->q_rear = succ( Q->q_rear, Q );

Q->q_array[ Q->q_rear ] = x;

}

}
When jobs are submitted to a printer, they are arranged in order of arrival. Thus, essentially, jobs sent to a line printer are placed on a queue.* We say essentially a queue, because jobs can be killed. This amounts to a deletion from the middle of the queue, which is a violation of the strict definition. 

Virtually every real-life line is (supposed to be) a queue. For instance, lines at ticket counters are queues, because service is first-come first-served. Another example concerns computer networks. There are many network setups of personal computers in which the disk is attached to one machine, known as the file server. Users on other machines are given access to files on a first-come first-served basis, so the data structure is a queue.

Further examples include the following: 

· Calls to large companies are generally placed on a queue when all operators are busy. 

· In large universities, where resources are limited, students must sign a waiting list if all terminals are occupied. The student who has been at a terminal the longest is forced off first, and the student who has been waiting the longest is the next user to be allowed on.

QUEUE ADT – Linked list based implementation

DECLARATION FOR LINKED LIST IMPLEMENTATION OF QUEUE ADT 

Struct Node; 

typedef Struct Node * Queue; 

int IsEmpty (Queue Q); 

Queue CreateQueue (void); 

void MakeEmpty (Queue Q); 

void Enqueue (int X, Queue Q); 

void Dequeue (Queue Q); 

Struct Node 

{ 

int Element; 

Struct Node *Next; 

}* Front = NULL, *Rear = NULL; 

ROUTINE TO CHECK WHETHER THE QUEUE IS EMPTY 

int IsEmpty (Queue Q) // returns boolean value / 

{ // if Q is empty 

if (Q->Next = = NULL) // else returns 0 

return (1); 

} 

ROUTINE TO CHECK AN EMPTY QUEUE 

Struct CreateQueue ( ) 

{ 

Queue Q; 

Q = Malloc (Sizeof (Struct Node)); 

if (Q = = NULL) 

Error ("Out of Space"); 

MakeEmpty (Q); 

return Q; 

} 

void MakeEmpty (Queue Q) 

{ 

if (Q = = NULL) 

Error ("Create Queue First"); 

else 

while (! IsEmpty (Q) 

Dequeue (Q);     } 
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ROUTINE TO ENQUEUE AN ELEMENT IN QUEUE 

void Enqueue (int X) 

{ 

Struct node *newnode; 

newnode = Malloc (sizeof (Struct node)); 

if (Rear = = NULL) 

{ 

newnode ->data = X; 

newnode ->Next = NULL; 

Front = newnode; 

Rear = newnode; 

} 

else 

{ 

newnode ->data = X; 

newnode ->Next = NULL; 

Rear ->next = newnode; 

Rear = newnode; 

} 

} 

ROUTINE TO DEQUEUE AN ELEMENT FROM THE QUEUE 

void Dequeue ( ) 

{ 

Struct node *temp; 

if (Front = = NULL) 

Error("Queue is underflow"); 

else 

{ 

temp = Front; 

if (Front = = Rear) 

{ 

Front = NULL; 

Rear = NULL; 

} 

else 

Front = Front-> [image: image25]Next; 

Print (temp->data); 

free (temp); 

} 

} 

CIRCULAR QUEUE IMPLEMENTATION
In Circular Queue, the insertion of a new element is performed at the very first location of the queue if the last location of the queue is full, in which the first element comes just after the last element. 

Advantages 

It overcomes the problem of unutilized space in linear queues, when it is implemented as arrays. 

To perform the insertion of an element to the queue, the position of the element is calculated by the relation as 

Rear = (Rear + 1) % Maxsize. 

and then set 

Queue [Rear] = value. 

ROUTINE TO INSERT AN ELEMENT IN CIRCULAR QUEUE 

void CEnqueue (int X) 

{ 

if (Front = = (rear + 1) % Maxsize) 

print ("Queue is overflow"); 

else 

{ 

if (front = = -1) 

front = rear = 0; 

else 

rear = (rear + 1)% Maxsize; 

CQueue [rear] = X; 

} 

}
To perform the deletion, the position of the Front printer is calculated by the relation 

Value = CQueue [Front] 

Front = (Front + 1) % maxsize. 

ROUTINE TO DELETE AN ELEMENT FROM CIRCULAR QUEUE 

int CDequeue ( ) 

{ 

if (front = = -1) 

print ("Queue is underflow"); 

else 

{ 

X = CQueue [Front]; 

if (Front = = Rear) 

Front = Rear = -1; 

else 

Front = (Front + 1)% maxsize; 

} 

return (X); 

} 

12. What are the various doubly linked list operations? Explain

STRUCTURE DECLARATION : - 

Struct Node 

{ 

int Element; 

Struct Node *FLINK; 

Struct Node *BLINK 

ROUTINE TO INSERT AN ELEMENT IN A DOUBLY LINKED LIST 

void Insert (int X, list L, position P) 

{ 

Struct Node * Newnode; 

Newnode = malloc (size of (Struct Node)); 

If (Newnode ! = NULL) 

{ 

Newnode ->Element = X; 

Newnode ->Flink = P [image: image26]Flink; 

P ->Flink ->Blink = Newnode; 

P ->Flink = Newnode ; 

Newnode->Blink = P; 

} 

} 

ROUTINE TO DELETE AN ELEMENT 

void Delete (int X, List L) 

{ 

position P; 

P = Find (X, L); 

If ( IsLast (P, L)) 

{ 

Temp = P; 

P ->Blink->Flink = NULL; 

free (Temp); 

} 

else 

{ 

Temp = P; 

P ->Blink ->Flink = P[image: image27]Flink; 

P ->Flink ->Blink = P[image: image28]Blink; 

free (Temp); 

} 

} 

Advantage 

* Deletion operation is easier. 

* Finding the predecessor & Successor of a node is easier. 

Disadvantage 

* More Memory Space is required since it has two pointers.

APPLICATIONS OF STACKS
Some of the applications of stack are : 

(i) Evaluating arithmetic expression 

(ii) Balancing the symbols 

(iii) Towers of Hannoi 

(iv) Function Calls. 

(v) 8 Queen Problem. 

(i) Evaluating Arithmetic Expression 

To evaluate an arithmetic expressions, first convert the given infix expression to postfix expression and then evaluate the postfix expression using stack. 

Infix to Postfix Conversion 

Read the infix expression one character at a time until it encounters the delimiter. "#" 

Step 1 : If the character is an operand, place it on to the output. 

Step 2 : If the character is an operator, push it onto the stack. If the stack operator has a higher 

or equal priority than input operator then pop that operator from the stack and place it onto 

the output. 

Step 3 : If the character is a left parenthesis, push it onto the stack. 

Step 4 : If the character is a right parenthesis, pop all the operators from the stack till it 

encounters left parenthesis, discard both the parenthesis in the output. 

Suppose we want to convert the infix expression a + b * c + ( d * e + f ) * g

into postfix.  A correct answer is a b c * + d e * f + g * +. 

When an operand is read, it is immediately placed onto the output. Operators are not immediately output, so they must be saved somewhere. The correct thing to do is to place operators that have been seen, but not placed on the output, onto the stack. We will also stack left parentheses when they are encountered. We start with an initially empty stack. 
If we see a right parenthesis, then we pop the stack, writing symbols until we encounter a (corresponding) left parenthesis, which is popped but not output. 

If we see any other symbol ('+','*', '(' ), then we pop entries from the stack until we find an entry of lower priority. One exception is that we never remove a '(' from the stack except when processing a ')'. For the purposes of this operation, '+' has lowest priority and '(' highest. When the popping is done, we push the operand onto the stack. 

Finally, if we read the end of input, we pop the stack until it is empty, writing symbols onto the output. 

To see how this algorithm performs, we will convert the infix expression above into its postfix form. First, the symbol a is read, so it is passed through to the output. Then '+' is read and pushed onto the stack. Next b is read and passed through to the output. The state of affairs at this juncture is as follows:

[image: image29.png]—

Stack

Gutput




Next a '*' is read. The top entry on the operator stack has lower precedence than '*', so nothing is output and '*' is put on the stack. Next, c is read and output. Thus far, we have
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The next symbol is a '+'. Checking the stack, we find that we will pop a '*' and place it on the output, pop the other '+', which is not of lower but equal priority, on the stack, and then push the '+'.
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The next symbol read is an '(', which, being of highest precedence, is placed on the stack. Then d is read and output.
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We continue by reading a '*'. Since open parentheses do not get removed except when a closed parenthesis is being processed, there is no output. Next, e is read and output.
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The next symbol read is a '+'. We pop and output '*' and then push '+'. Then we read and output
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Now we read a ')', so the stack is emptied back to the '('. We output a '+'.
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We read a '*' next; it is pushed onto the stack. Then g is read and output.
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The input is now empty, so we pop and output symbols from the stack until it is empty.
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Evaluating an arithmetic expression

For instance, the postfix expression 

6 5 2 3 + 8 * + 3 + *

is evaluated as follows: The first four symbols are placed on the stack. The resulting stack is
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Next a '+' is read, so 3 and 2 are popped from the stack and their sum, 5, is pushed.
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Next 8 is pushed.
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Now a '*' is seen, so 8 and 5 are popped as 8 * 5 = 40 is pushed.
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Next a '+' is seen, so 40 and 5 are popped and 40 + 5 = 45 is pushed.
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Now, 3 is pushed.
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Next '+' pops 3 and 45 and pushes 45 + 3 = 48.

[image: image44.png]



Finally, a '*' is seen and 48 and 6 are popped, the result 6 * 48 = 288 is pushed.
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The time to evaluate a postfix expression is O(n), because processing each element in the input consists of stack operations and thus takes constant time. The algorithm to do so is very simple. Notice that when an expression is given in postfix notation, there is no need to know any precedence rules; this is an obvious advantage.

(ii) BALANCING THE SYMBOLS

Read one character at a time until it encounters the delimiter `#'. 

Step 1 : - If the character is an opening symbol, push it onto the stack. 

Step 2 : - If the character is a closing symbol, and if the stack is empty report an error as 

missing opening symbol. 

Step 3 : - If it is a closing symbol and if it has corresponding opening symbol in the stack, POP 

it from the stack. Otherwise, report an error as mismatched symbols. 

Step 4 : - At the end of file, if the stack is not empty, report an error as Missing closing symbol. 

Otherwise, report as Balanced symbols. 

(iii) TOWERS OF HANOI

Towers of Hanoi is one of the example illustrating the Recursion technique. 

The problem is moving a collection of N disks of decreasing size from one pillar to another pillar. The movement of the disk is restricted by the following rules. 

Rule 1 : Only one disk could be moved at a time. 

Rule 2 : No larger disk could ever reside on a pillar on top of a smaller disk. 

Rule 3 : A 3rd pillar could be used as an intermediate to store one or more disks, while they were being moved from source to destination.

Recursive Solution 

N - represents the number of disks. 

Step 1. If N = 1, move the disk from A to C. 

Step 2. If N = 2, move the 1st disk from A to B. 

Then move the 2nd disk from A to C, 

Then move the 1st disk from B to C. 

Step 3. If N = 3, Repeat the step (2) to move the first 2 disks from A to B using C as 

intermediate. 

Then the 3rd disk is moved from A to C. Then repeat the step (2) to move 2 disks from 

B to C using A as intermediate. 

In general, to move N disks. Apply the recursive technique to move N - 1 disks from 

A to B using C as an intermediate. Then move the Nth disk from A to C. Then again 

apply the recursive technique to move N - 1 disks from B to C using A as an 

intermediate. 
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RECURSIVE ROUTINE FOR TOWERS OF HANOI 

void hanoi (int n, char s, char d, char i) 

{ 

/* n [image: image49]no. of disks, s[image: image50]source, d[image: image51]destination i[image: image52]intermediate */ 

if (n = = 1) 

{ 

print (s, d); 

return; 

} 

else 

{ 

hanoi (n - 1, s, i, d); 

print (s, d) 

hanoi (n-1, i, d, s); 

return; 

}   } 

(iv) FUNTION CALLS

When a call is made to a new function all the variables local to the calling routine need to be saved, otherwise the new function will overwrite the calling routine variables. Similarly the current location address in the routine must be saved so that the new function knows where to go after it is completed. 
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RECURSIVE FUNCTION TO FIND FACTORIAL : - 

int fact (int n) 

{ 

int s; 

if (n = = 1) 

return (1); 

else 

s = n * fact (n - 1); 

return (s); 

} 

APPLICATIONS OF QUEUES

* Batch processing in an operating system

* To implement Priority Queues. 

* Priority Queues can be used to sort the elements using Heap Sort. 

* Simulation. 

* Mathematics user Queueing theory. 

* Computer networks where the server takes the jobs of the client as per the queue strategy. 

Unit II – Tree structures
TREE ADT
A tree can be defined in several ways. One natural way to define a tree is recursively. A tree is a collection of nodes. The collection can be empty, which is sometimes denoted as A. Otherwise, a tree consists of a distinguished node r, called the root, and zero or more (sub)trees T1, T2, . . . , Tk, each of whose roots are connected by a directed edge to r. The root of each subtree is said to be a child of r, and r is the parent of each subtree root. 

Generic tree
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A tree
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ROOT : A node which doesn't have a parent. In the above tree. The Root is A. 

NODE : Item of Information. 

LEAF : A node which doesn't have children is called leaf or Terminal node. leaves in the tree above are B, C, H, I, P, Q, K, L, M, and N

SIBLINGS : Children of the same parents are said to be siblings, K, L, and M are all siblings. 

PATH : A path from node n1 to nk is defined as a sequence of nodes n1, n2, . . . , nk such that ni is the parent of ni+1 for 1 i < k. The length of this path is the number of edges on the path, namely k -1. There is a path of length zero from every node to itself. Notice that in a tree there is exactly one path from the root to each node.

LENGTH : The length is defined as the number of edges on the path. 

In fig 3.1.1 the length for the path A to L is 3. 

DEGREE : The number of subtrees of a node is called its degree.

DEPTH : For any node n, the depth of n is the length of the unique path from root to n. 

The depth of the root is zero. E is at depth 1

HEIGHT : For any node n, the height of the node n is the length of the longest path from n to 

the leaf. E is at height 2

The height of the leaf is zero 

Note : The height of the tree is equal to the height of the 

root 

Depth of the tree is equal to the height of the tree. 

DEGREE : The number of subtrees of a node is called its degree. The degree of the tree is the maximum degree of any node in the tree.

LEVEL : The level of a node is defined by initially letting the root be at level one, if a node is 

at level L then its children are at level L + 1. 

BINARY TREE 
Definition :- 

Binary Tree is a tree in which no node can have more than two children. 

Maximum number of nodes at level i of a binary tree is 2i-1. 

BINARY TREE NODE DECLARATIONS 

Struct TreeNode 

{ 

int Element; 

Struct TreeNode *Left ; 

Struct TreeNode *Right; 

}; 

COMPARISON BETWEEN GENERAL TREE & BINARY TREE 
	Binary tree
	Binary search tree

	A tree is said to be a binary tree if it has atmost two childrens.It doesn't have any order.
	A binary search tree is a binary tree in which the key values in the left node is less than the root and the key values in the right node is greater than the root. 

	Example:- 
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	Example:-
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FULL BINARY TREE :- 

A full binary tree of height h has 2h+1 - 1 nodes.

COMPLETE BINARY TREE : 

A complete binary tree of height h has between 2h and 2h+1 - 1 nodes. In the bottom level the elements should be filled from left to right. 

Note : A full binary tree can be a complete binary tree, but all complete binary tree is not a full binary tree.

REPRESENTATION OF A BINARY TREE 

There are two ways for representing binary tree, they are 

* Linear Representation 

* Linked Representation 

Linear Representation 

The elements are represented using arrays. For any element in position i, the left child is in position 2i, the right child is in position (2i + 1), and the parent is in position (i/2). 
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Linked Representation 

The elements are represented using pointers. Each node in linked representation has three fields, namely, 

* Pointer to the left subtree 

* Data field 

* Pointer to the right subtree 

In leaf nodes, both the pointer fields are assigned as NULL.
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TREE TRAVERSALS

Traversing means visiting each node only once. Tree traversal is a method for visiting all the nodes in the tree exactly once. There are three types of tree traversal techniques, namely 

1. Inorder Traversal 

2. Preorder Traversal 

3. Postorder Traversal 

The inorder traversal of a binary tree is performed as 

* Traverse the left subtree in inorder 

* Visit the root 

* Traverse the right subtree in inorder. 

In order traversal 
The inorder traversal of the binary tree for an arithmetic expression gives the expression in an infix form.

Example 1: Inorder 10, 20, 30 

[image: image60.png]



Example 2: A B C D E G H I J K
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RECURSIVE ROUTINE FOR INORDER TRAVERSAL

void Inorder (Tree T) 

{ 

if (T ! = NULL) 

{ 

Inorder (T ->left); 

printElement (T ->Element); 

Inorder (T ->right); 

} 

} 

Pre order traversal

The preorder traversal of a binary tree is performed as follows, 

* Visit the root 

* Traverse the left subtree in preorder 

* Traverse the right subtree in preorder. 

The preorder traversal of the binary tree for the given expression gives in prefix form.

Example 1 :  Preorder : 20, 10, 30 

[image: image62.png]



Example 2 : Preorder D C A B I G E H K J 
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RECURSIVE ROUTINE FOR PREORDER TRAVERSAL

void Preorder (Tree T) 

{ 

if (T ! = NULL) 

{ 

printElement (T ->Element); 

Preorder (T ->left); 

Preorder (T ->right); 

}  }

Post order traversal

The postorder traversal of a binary tree is performed by the following steps. 

* Traverse the left subtree in postorder. 

* Traverse the right subtree in postorder. 

* Visit the root. 

The postorder traversal of the binary tree for the given expression gives in prefix form.

Example : 1 Postorder : - 10, 30, 20 
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Example 2 : Post order : - B A C E H G J K I D
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RECURSIVE ROUTINE FOR POSTORDER TRAVERSAL

void Postorder (Tree T) 

{ 

if (T ! = NULL) 

{ 

Postorder (T ->Left); 

Postorder (T ->Right); 

PrintElement (T->Element); 

} }

Example : - 

Traverse the given tree using inorder, preorder and postorder traversals. 
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Inorder : 5 10 15 20 25 30 40 

Preorder : 20 10 5 15 30 25 40 

Postorder : 5 15 10 25 40 30 20

LEFT CHILD RIGHT SIBLING DATA STRUCTURES FOR GENERAL TREES
One way to implement a tree would be to have in each node, besides its data, a pointer to each child of the node. However, since the number of children per node can vary so greatly and is not known in advance, it might be infeasible to make the children direct links in the data structure, because there would be too much wasted space. The solution is simple: Keep the children of each node in a linked list of tree nodes. The declaration in Figure below is typical. 

Node declarations for trees

typedef struct tree_node *tree_ptr;

struct tree_node

{

element_type element;

tree_ptr first_child;

tree_ptr next_sibling;

};

A Tree
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First child/next sibling representation of the tree shown above
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Figure above shows how a tree might be represented in this implementation. Arrows that point downward are first_child pointers. Arrows that go left to right are next_sibling pointers. Null pointers are not drawn, because there are too many. 

In this tree, node E has both a pointer to a sibling (F) and a pointer to a child (I), while some nodes have neither.

BINARY TREE ADT

BINARY TREE 
Definition :- 

Binary Tree is a tree in which no node can have more than two children. 

Maximum number of nodes at level i of a binary tree is 2i-1. 

BINARY TREE NODE DECLARATIONS 

Struct TreeNode 

{ 

int Element; 

Struct TreeNode *Left ; 

Struct TreeNode *Right; 

}; 

COMPARISON BETWEEN GENERAL TREE & BINARY TREE 
	Binary tree
	Binary search tree

	A tree is said to be a binary tree if it has atmost two childrens.It doesn't have any order.
	A binary search tree is a binary tree in which the key values in the left node is less than the root and the key values in the right node is greater than the root. 

	Example:- 
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	Example:-
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FULL BINARY TREE :- 

A full binary tree of height h has 2h+1 - 1 nodes.

COMPLETE BINARY TREE : 

A complete binary tree of height h has between 2h and 2h+1 - 1 nodes. In the bottom level the elements should be filled from left to right. 

Note : A full binary tree can be a complete binary tree, but all complete binary tree is not a full binary tree.

REPRESENTATION OF A BINARY TREE 

There are two ways for representing binary tree, they are 

* Linear Representation 

* Linked Representation 

Linear Representation 

The elements are represented using arrays. For any element in position i, the left child is in position 2i, the right child is in position (2i + 1), and the parent is in position (i/2). 
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Linked Representation 

The elements are represented using pointers. Each node in linked representation has three fields, namely, 

* Pointer to the left subtree 

* Data field 

* Pointer to the right subtree 

In leaf nodes, both the pointer fields are assigned as NULL.

[image: image72.jpg]



EXPRESSION TREES

Expression Tree is a binary tree in which the leaf nodes are operands and the interior nodes are operators. Like binary tree, expression tree can also be travesed by inorder, preorder and postorder traversal. 

Constructing an Expression Tree 

Let us consider postfix expression given as an input for constructing an expression tree by performing the following steps : 

1. Read one symbol at a time from the postfix expression. 

2. Check whether the symbol is an operand or operator. 

(a) If the symbol is an operand, create a one - node tree and push a pointer on to the stack. 

(b) If the symbol is an operator pop two pointers from the stack namely T1 and T2 and 

form a new tree with root as the operator and T2 as a left child and T1 as a right child. 

A pointer to this new tree is then pushed onto the stack. 

Expression tree for (a + b * c) + ((d * e + f ) * g)
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As an example, suppose the input is 

a b + c d e + * *

The first two symbols are operands, so we create one-node trees and push pointers to them onto a stack.*
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Next, a '+' is read, so two pointers to trees are popped, a new tree is formed, and a pointer to it is pushed onto the stack.* 
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Next, c, d, and e are read, and for each a one-node tree is created and a pointer to the corresponding tree is pushed onto the stack. 
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Now a '+' is read, so two trees are merged. 
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Continuing, a '*' is read, so we pop two tree pointers and form a new tree with a '*' as root. 
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Finally, the last symbol is read, two trees are merged, and a pointer to the final tree is left on the stack. 

[image: image82][image: image83.png]



APPLICATIONS OF TREES
There are many applications for trees. One of the popular uses is the directory structure in many common operating systems, including UNIX, VAX/VMS, and DOS.
Figure shown below is a typical directory in the UNIX file system
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Unix directory

The root of this directory is /usr. (The asterisk next to the name indicates that /usr is itself a directory.) /usr has three children, mark, alex, and bill, which are themselves directories. Thus, /usr contains three directories and no regular files. The filename /usr/mark/book/ch1.r is obtained by following the leftmost child three times. Each / after the first indicates an edge; the result is the full pathname. This hierarchical file system is very popular, because it allows users to organize their data logically. Furthermore, two files in different directories can share the same name, because they must have different paths from the root and thus have different pathnames. A directory in the UNIX file system is just a file with a list of all its children, so the directories are structured almost exactly in accordance with the type declaration above.* Indeed, if the normal command to print a file is applied to a directory, then the names of the files in the directory can be seen in the output (along with other non-ASCII information).

Each directory in the UNIX file system also has one entry that points to itself and another entry that points to the parent of the directory. Thus, technically, the UNIX file system is not a tree, but is treelike.
Routine to list a directory in a hierarchical file system

void

list_directory ( Directory_or_file D )

{

list_dir ( D, 0 );

}

void

list_dir ( Directory_or_file D, unsigned int depth )

{

/*1*/        if ( D is a legitimate entry)

{

/*2*/             print_name ( depth, D );

/*3*/             if( D is a directory )

/*4*/                  for each child, c, of D

/*5*/                       list_dir( c, depth+1 );

}

}

Routine to calculate the size of a directory

unsigned int

size_directory( Directory_or_file D )

{

unsigned int total_size;

/*1*/         total_size = 0;

/*2*/         if( D is a legitimate entry)

{

/*3*/              total_size = file_size( D );

/*4*/              if( D is a directory )

/*5*/                   for each child, c, of D

/*6*/                        total_size += size_directory( c );

}

/*7*/         return( total_size );

}

The heart of the algorithm is the recursive procedure list_dir. This routine needs to be started with the directory name and a depth of 0, to signify no indenting for the root. This depth is an internal bookkeeping variable, and is hardly a parameter that a calling routine should be expected to know about. Thus the driver routine list_directory is used to interface the recursive routine to the outside world. 

The logic of the algorithm is simple to follow. The argument to list_dir is some sort of pointer into the tree. As long as the pointer is valid, the name implied by the pointer is printed out with the appropriate number of tabs. If the entry is a directory, then we process all children recursively, one by one. These children are one level deeper, and thus need to be indented an extra space. The output of which is shown below,

The (preorder) directory listing

/usr

mark

book

chr1.c

chr2.c

chr3.c

course

cop3530

fall88

syl.r

spr89

syl.r

sum89

syl.r

junk.c

alex

junk.c

bill

work

course

cop3212

fall88

grades

prog1.r

prog2.r

fall89

prog1.r

prog2.r

grades

This traversal strategy is known as a preorder traversal. In a preorder traversal, work at a node is performed before (pre) its children are processed. When this program is run, it is clear that line 2 is executed exactly once per node, since each name is output once. Since line 2 is executed at most once per node, line 3 must also be executed once per node. Furthermore, line 5 can be executed at most once for each child of each node. But the number of children is exactly one less than the number of nodes. Finally, the for loop iterates once per execution of line 5, plus once each time the loop ends. Each for loop terminates on a NULL pointer, but there is at most one of those per node. Thus, the total amount of work is constant per node. If there are n file names to be output, then the running time is O(n).

BINARY SEARCH TREE ADT

Definition : - 

Binary search tree is a binary tree in which for every node X in the tree, the values of all the keys in its left subtree are smaller than the key value in X, and the values of all the keys in its right subtree are larger than the key value in X. 

Two binary trees (only the left tree is a search tree)

[image: image85.png]



DECLARATION ROUTINE FOR BINARY SEARCH TREE 

Struct TreeNode; 

typedef struct TreeNode *Position; 

typedef struct TreeNode *SearchTree; 

SearchTree MakeEmpty (SearchTree T); 

Position Find (ElementType X, SearchTree T); 

Position FindMin (Search Tree T); 

Position FindMax (SearchTree T); 

SearchTree Insert (ElementType X, SearchTree T); 

SearchTree Delete (ElementType X, SearchTree T); 

Struct TreeNode 

{ 

ElementType  Element ; 

SearchTree Left; 

SearchTree Right; 

}; 

Make Empty :- 

This operation is mainly for initialization when the programmer prefers to initialize the first element as a one - node tree. 

ROUTINE TO MAKE AN EMPTY TREE :- 

SearchTree MakeEmpty (SearchTree T) 

{ 

if (T! = NULL) 

{ 

MakeEmpty (T[image: image86.jpg]


 left); 

MakeEmpty (T[image: image87.jpg]


 Right); 

free (T); 

} 

return NULL ;  } 

Insert : - 
To insert the element X into the tree, 

* Check with the root node T 

* If it is less than the root, 

Traverse the left subtree recursively until it reaches the T[image: image88.jpg]


 left equals to NULL. Then X is placed in

T[image: image89.jpg]


 left. 

* If X is greater than the root.Traverse the right subtree recursively until it reaches the T[image: image90.jpg]


 right equals to NULL. Then x is placed in T[image: image91.jpg]


Right. 

ROUTINE TO INSERT INTO A BINARY SEARCH TREE 

SearchTree Insert (int X, searchTree T) 

{ 

if (T = = NULL) 

{ 

/* Create and return a one-node tree */

T = malloc (size of (Struct TreeNode)); 

if (T = = NULL) 

 FatalError( “Out of space !!! );

else

{ 

T [image: image92.jpg]


Element = X; 

T[image: image93.jpg]


 left = NULL; 

T [image: image94.jpg]


Right = NULL; 

} 

} 

else 

if (X < T [image: image95.jpg]


Element) 

T [image: image96.jpg]


left = Insert (X, T [image: image97.jpg]


left); 

else 

if (X > T [image: image98.jpg]


Element) 

T [image: image99.jpg]


Right = Insert (X, T [image: image100.jpg]


Right); 

// Else X is in the tree already. 

return T; 

} 

Binary search trees before and after inserting 5

[image: image101.png]



Find : - 
* Check whether the root is NULL if so then return NULL. 

* Otherwise, Check the value X with the root node value (i.e. T [image: image102.jpg]


data) 

(1) If X is equal to T [image: image103.jpg]


data, return T. 

(2) If X is less than T [image: image104.jpg]


data, Traverse the left of T recursively. 

(3) If X is greater than T [image: image105.jpg]


data, traverse the right of T recursively. 

ROUTINE FOR FIND OPERATION 

Position Find (ElementType X, SearchTree T) 

{ 

If T = = NULL) 

Return NULL ; 

If (X < T [image: image106.jpg]


Element) 

return Find (X, T [image: image107.jpg]


left); 

else 

If (X > T [image: image108.jpg]


Element) 

return  Find (X, T [image: image109.jpg]


Right); 

else 

return T; // returns the position of the search element. 

} 

Find Min : 

This operation returns the position of the smallest element in the tree. To perform FindMin, start at the root and go left as long as there is a left child. The stopping point is the smallest element. 

RECURISVE ROUTINE FOR FINDMIN 

Position FindMin (SearchTree T) 

{ 

if (T = = NULL); 

return NULL ; 

else if (T [image: image110.jpg]


left = = NULL) 

return T; 

else 

return FindMin (T [image: image111.jpg]


left); 

NON - RECURSIVE ROUTINE FOR FINDMIN 

Position FindMin (SearchTree T) 

{ 

if (T! = NULL) 

while (T [image: image112.jpg]


Left ! = NULL) 

T = T [image: image113.jpg]


Left ; 

return T; 

} 

FindMax 

FindMax routine return the position of largest elements in the tree. To perform a FindMax, start at the root and go right as long as there is a right child. The stopping point is the largest element. 

RECURSIVE ROUTINE FOR FINDMAX 

Position FindMax (SearchTree T) 

{ 

if (T = = NULL) 

return NULL ; 

else if (T [image: image114.jpg]


Right = = NULL) 

return T; 

else FindMax (T [image: image115.jpg]


Right); 

} 

NON - RECURSIVE ROUTINE FOR FINDMAX 

Position FindMax (SearchTree T) 

{ 

if (T! = NULL) 

while (T [image: image116.jpg]


Right ! = NULL) 

T = T [image: image117.jpg]


Right ; 

return T ; 

} 

Delete : 

Deletion operation is the complex operation in the Binary search tree. To delete an element, consider the following three possibilities. 

CASE 1 [image: image118]Node to be deleted is a leaf node (ie) No children. 

CASE 2 [image: image119]Node with one child. 

CASE 3 [image: image120]Node with two children. 

CASE 1 [image: image121]Node with no children (Leaf node) 

If the node is a leaf node, it can be deleted immediately. 

CASE 2 : - Node with one child 

If the node has one child, it can be deleted by adjusting its parent pointer that points to its child node. 

Deletion of a node (4) with one child, before and after

[image: image122.png]



Case 3 : Node with two children 

It is difficult to delete a node which has two children. The general strategy is to replace the data of the node to be deleted with its smallest data of the right subtree and recursively delete that node. 

Deletion of a node (2) with two children, before and after

[image: image123.png]



DELETION ROUTINE FOR BINARY SEARCH TREES 

SearchTree Delete (ElementType X, SearchTree T) 

{ 

Position Tmpcell ; 

if (T = = NULL) 

Error ("Element not found"); 

else 

if (X < T [image: image124.jpg]


Element) // Traverse towards left 

T [image: image125.jpg]


Left = Delete (X, T[image: image126.jpg]


Left); 

else 

if (X > T [image: image127.jpg]


Element) // Traverse towards right 

T [image: image128.jpg]


Right = Delete (X, T [image: image129.jpg]


Left); 

// Found Element to be deleted 

else 

// Two children 

if (T [image: image130.jpg]


Left && T [image: image131.jpg]


Right) 

{ 

// Replace with smallest data in right subtree 

Tmpcell = FindMin (T [image: image132.jpg]


Right); 

T [image: image133.jpg]


Element = Tmpcell [image: image134.jpg]


Element ; 

T [image: image135.jpg]


Right = Delete (T [image: image136.jpg]


Element; T [image: image137.jpg]


Right); 

} 

else // one or zero children 

{ 

Tmpcell = T; 

if (T [image: image138.jpg]


Left = = NULL) 

T = T [image: image139.jpg]


Right; 

else if (T [image: image140.jpg]


Right = = NULL) 

T = T [image: image141.jpg]


Left ; 

free (TmpCell); 

} 

return T; 

} 

Average-Case Analysis

Except make_null, should take O(log n) time, because in constant time we descend a level in the tree, thus operating on a tree that is now roughly half as large. Indeed, the running time of all the operations, except make_null, is O(d), where d is the depth of the node containing the accessed key.The sum of the depths of all nodes in a tree is known as the internal path length. 

We will now calculate the average internal path length of a binary search tree, where the average is taken over all possible binary search trees. Let D(n) be the internal path length for some tree T of n nodes. D(1) = 0. An n-node tree consists of an i-node left subtree and an (n - i - 1)-node right subtree, plus a root at depth zero for 0 i < n. D(i) is the internal path length of the left subtree with respect to its root. In the main tree, all these nodes are one level deeper. The same holds for the right subtree. Thus, we get the recurrence 

D(n) = D(i) + D(n - i -1) + n -1

If all subtree sizes are equally likely, which is true for binary search trees (since the subtree size depends only on the relative rank of the first element inserted into the tree), but not binary trees, then the average value of both D(i) and D(n - i -1) is 
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. This yields 
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obtaining an average value of D(n) = O(n log n). Thus, the expected depth of any node is O(log n).

AVL TREES
An AVL tree is a binary search tree except that for every node in the tree, the height of the left and right subtrees can differ by atmost 1.The height of the empty tree is defined to be - 1. 

A balance factor is the height of the left subtree minus height of the right subtree. For an AVL tree all balance factor should be +1, 0, or -1. If the balance factor of any node in an AVL tree becomes less than -1 or greater than 1, the tree has to be balanced by making either single or double rotations. 

An AVL tree causes imbalance, when any one of the following conditions occur. 

Case 1 : An insertion into the left subtree of the left child of node α. 

Case 2 : An insertion into the right subtree of the left child of node α. 

Case 3 : An insertion into the left subtree of the right child of node α. 

Case 4 : An insertion into the right subtree of the right child of node α. 

These imbalances can be overcome by 

1. Single Rotation 

2. Double Rotation. 

Single Rotation 

Single Rotation is performed to fix case 1 and case 4. 

Case 1. An insertion into the left subtree of the left child of K2. 

Single Rotation to fix Case 1. 
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AVL property destroyed by insertion of [image: image145.png]3



, then fixed by a rotation
[image: image146.png]



Single Rotation to fix Case 4 :- 

Case 4 : - An insertion into the right subtree of the right child of K1. 

[image: image147.png]
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Double Rotation 

Double Rotation is performed to fix case 2 and case 3. 

Case 2 : 

An insertion into the right subtree of the left child. 

This can be performed by 2 single rotations. 

(i)Single Rotation with right (K3 ->left) 

(ii)Single Rotation with left (K3) 
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This can be done by performing single rotation with right of `10' & then perform the single rotation with left of 20 as shown below.
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Case 3 : 

An insertion into the left subtree of the right child of  K1. 

[image: image152.png]
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This can be performed by 2 single rotations. 

(i)Single Rotation with left (K1->right) 

(ii)Single Rotation with right (K1) 
Node declaration for AVL trees
Strcut AVlNode;

typedef struct AVlNode *Position;

typedef struct AVlNode *AvlTree;

AvlTree MakeEmpty(AvlTree T);

Position Find(ElementType X, AvlTree T);

Position FindMin(AvlTree T);

Position FindMax(AvlTree T);

AvlTree Insert(ElementType X, AvlTree T);

AvlTree Delete(ElementType X, AvlTree T);

struct avl_node

{

ElementType Element;

AvlTree left;

AvlTree right;

int height;

};

Function to compute height of an AVL node

Static int

height(Position p )

{

if( p == NULL )

return -1;

else

return p->height;

}

Insertion into an AVL tree

AvlTree Insert( ElementType X, AvlTree T )

{


if( T == NULL )


{ 

 

/* Create and return a one-node tree */



T = malloc ( sizeof (struct AvlNode) );



if( T == NULL )




fatal_error("Out of space!!!");



else



{




T->element = X; T->height = 0;




T->left = T->right = NULL;



}


}

else

if( X < T->element )

{



T->left = insert(X, T->left);



if( ( height( T->left ) - height( T->right ) ) == 2




if( X < T->left->element )





T=SingleRotateWithLeft(T);




else





T=DoubleRotateWithLeft(T);

}

else

if(X < T->element )

{

T->right = insert(X, T->right);



if( ( height( T-> right ) - height( T->left ) ) == 2




if( X < T-> right ->element )





T=SingleRotateWithRight(T);




else





T=DoubleRotateWithRight(T);

}

/* Else x is in the tree already. We'll do nothing */

T->height = max( height(T->left), height(T->right) ) + 1;

return T;

}

ROUTINE TO PERFORM SINGLE ROTATION WITH LEFT 

/* This function can be called only if k2 has a left child. */

/* Perform a rotate between a node (k2) and its left child. */

/* Update heights.Then return new root. */

Static Position SingleRotateWithLeft(Position k2 )

{

Position k1;

k1 = k2->left;

k2->left = k1->right;

k1->right = k2;

k2->height = max( height(k2->left), height(k2->right) ) + 1;

k1->height = max( height(k1->left), k2->height ) + 1;

return k1;  /* New root */

}

ROUTINE TO PERFORM SINGLE ROTATION WITH RIGHT :- 

/* This function can be called only if k1 has a right child. */

/* Perform a rotate between a node (k1) and its right child. */

/* Update heights. Then return new root. */

Static Position SingleRotateWithRight(Position k2 )

{

Position k2;

K2 = k1-> right;

K1-> right = k2->left;

K2->left = k1;

k2->height = max( height(k2->left), height(k2->right) ) + 1;

k1->height = max( height(k1->left), k2->height ) + 1;

return k2;  /* New root */

}

ROUTINE TO PERFORM DOUBLE ROTATION WITH LEFT : 

/* This function can be called only if k3 has a left child */

/* and k3's left child has a right child */

/* Do the left-right double rotation. Update heights */

Static Position DoubleRotateWithLeft(Position k3 )

{

/* rotate between k1 and k2 */

k3->left = SingleRotateWithRight( k3->left );

/* rotate between k3 and k2 */

return SingleRotateWithRight( k3 );

}

ROUTINE TO PERFORM DOUBLE ROTATION WITH RIGHT : 

/* This function can be called only if k1 has a right child */

/* and k1's right child has a left child */

/* Do the right-left double rotation. Update heights */

Static Position DoubleRotateWithRight(Position k1 )

{

/* rotate between k2 and k3 */

K1->right = SingleRotateWithLeft( k1->right );

/* rotate between k1 and k2 */

return SingleRotateWithRight( k1 );

}

BINARY HEAPS

The efficient way of implementing priority queue is Binary Heap. Binary heap is merely referred as Heaps, Heap have two properties namely 

* Structure property 

* Heap order property. 

Like AVL trees, an operation on a heap can destroy one of the properties, so a heap operation must not terminate until all heap properties are in order. Both the operations require the average running time as O(log N). 

Structure Property 

A heap should be complete binary tree, which is a completely filled binary tree with the possible exception of the bottom level, which is filled from left to right. A complete binary tree of height H has between 2H and 2H+1 -1 nodes. 

For example if the height is 3. Then the numer of nodes will be between 8 and 15. (ie) (23 and 24-1). For any element in array position i, the left child is in position 2i, the right child is in position 2i + 1, and the parent is in i/2. As it is represented as array it doesn't require pointers and also the operations required to traverse the tree are extremely simple and fast. But the only disadvantage is to specify the maximum heap size in advance. 

[image: image1.png]


A Complete Binary Tree


Array implementation of complete binary tree
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Heap Order Property 

In a heap, for every node X, the key in the parent of X is smaller than (or equal to) the key in X, with the exception of the root (which has no parent). This property allows the deletemin operations to be performed quickly has the minimum element can always be found at the root. Thus, we get the FindMin operation in constant time. 
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Declaration for priority queue 

Struct Heapstruct; 

typedef  struct  Heapstruct  *PriorityQueue; 

PriorityQueue  Initialize(int  MaxElements); 

void MakeEmpty(PriorityQueue H);

void Insert(ElementType X, PriorityQueue H); 

ElementType DeleteMin (PriorityQueue H); 

ElementType  Findmin(PriorityQueue H);

int IsEmpty(PriorityQueue H);

int IsFull(PriorityQueue H);

Struct Heapstruct 

{ 

int capacity; 

int size; 

ElementType  *Elements; 

}; 

Initialization 

PriorityQueue  Initialize (int MaxElements) 

{ 

PriorityQueue  H;

/*1*/       if( max_elements < MIN_PQ_SIZE )

/*2*/            error("Priority queue size is too small");

/*3*/       H = malloc ( sizeof (struct heap_struct) );

/*4*/       if( H == NULL )

/*5*/            fatal_error("Out of space!!!");

/* Allocate the array + one extra for sentinel */

/*6*/       H->elements = malloc( ( max_elements+1)  * sizeof (element_type) );

/*7*/       if( H->elements == NULL )

/*8*/           fatal_error("Out of space!!!");

/*9*/       H->max_heap_size = max_elements;

/*10*/      H->size = 0;

/*11*/      H->elements[0] = MIN_DATA;

/*12*/      return H;

}

Two complete trees (only the left tree is a heap)

[image: image157.png]



Basic Heap Operations

It is easy (both conceptually and practically) to perform the two required operations. All the work involves ensuring that the heap order property is maintained. 

· Insert 

· Delete_min 

Insert

To insert an element x into the heap, we create a hole in the next available location, since otherwise the tree will not be complete. If x can be placed in the hole without violating heap order, then we do so and are done. Otherwise we slide the element that is in the hole's parent node into the hole, thus bubbling the hole up toward the root. We continue this process until x can be placed in the hole. Figure 6.6 shows that to insert 14, we create a hole in the next available heap location. Inserting 14 in the hole would violate the heap order property, so 31 is slid down into the hole. This strategy is continued in Figure 6.7 until the correct location for 14 is found. 

This general strategy is known as a percolate up; the new element is percolated up the heap until the correct location is found. Insertion is easily implemented with the code shown in Figure 6.8. 

We could have implemented the percolation in the insert routine by performing repeated swaps until the correct order was established, but a swap requires three assignment statements. If an element is percolated up d levels, the number of assignments performed by the swaps would be 3d. Our method uses d + 1 assignments.

Figure 6.6 Attempt to insert 14: creating the hole, and bubbling the hole up
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Figure 6.7 The remaining two steps to insert 14 in previous heap
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Figure 6.8 Routine to insert into a binary heap

void insert (ElementType X, PriorityQueue H) 

{ 

int i; 

If (Isfull (H)) 

{ 

Error (" priority queue is full"); 

return; 

} 

for (i = ++H [image: image160.jpg]


size; H [image: image161.jpg]


Elements [i/2] > X; i/=2) 

/* If the parent value is greater than X, then place the element of parent 

node into the hole */. 

H [image: image162.jpg]


Elements [i] = H[image: image163.jpg]


Elements [i/2]; 

H [image: image164.jpg]


elements [i] = X; // otherwise, place it in the hole. 

} 

If the element to be inserted is the new minimum, it will be pushed all the way to the top. The time to do the insertion could be as much as O (log n), if the element to be inserted is the new minimum and is percolated all the way to the root.

DeleteMin 

DeleteMin Operation is deleting the minimum element from the Heap. In Binary heap the minimum element is found in the root. When this minimum is removed, a hole is created at the root. Since the heap becomes one smaller, makes the last element X in the heap to move somewhere in the heap. If X can be placed in hole without violating heaporder property place it. Otherwise, we slide the smaller of the hole's children into the hole, thus pushing the hole down one level. We repeat until X can be placed in the hole. This general strategy is known as percolate down.

Creation of the hole at the root
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Next two steps in DeleteMin

[image: image166.png]



Last two steps in DeleteMin
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ROUTINE TO PERFORM DELETEMIN IN A BINARY HEAP 

ElementType Deletemin (PriorityQueue H) 

{ 

int i, child; 

int  MinElement, LastElement; 

if (IsEmpty (H)) 

{ 

Error ("Priority queue is Empty"); 

return H [image: image168.jpg]


Elements [0]; 

} 

MinElement = H [image: image169.jpg]


Elements [1]; 

LastElement = H[image: image170.jpg]


Elements [H [image: image171.jpg]


size - -]; 

for (i = 1; i * 2 < = H [image: image172.jpg]


size; i = child) 

{ 

/* Find Smaller Child */ 

child = i * 2; 

if (child ! = H [image: image173.jpg]


size && H [image: image174.jpg]


Elements [child + 1] < H [image: image175.jpg]


Elements [child]) 

child + +; 

// Percolate one level down 

if (LastElement > H [image: image176.jpg]


Elements [child]) 

H [image: image177.jpg]


Elements [i] = H [image: image178.jpg]


Elements [child]; 

else 

break ; 

} 

H [image: image179.jpg]


Elements [i] = LastElement; 

return MinElement; 

} 

OTHER HEAP OPERATIONS 

The other heap operations are 

(i) Decrease - key 

(ii) Increase - key 

(iii) Delete 

(iv) Build Heap 

Decrease Key 

The Decreasekey (P, [image: image180.jpg]


, H) operation decreases the value of the key at position P by a positive amount [image: image181.jpg]


. This may violate the heap order property, which can be fixed by percolate up. This operation could be useful to system administrators: they can make their programs run with highest priority.

A very large complete binary tree
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Increase_key

The increase_key(P, [image: image183.jpg]


 , H) operation increases the value of the key at position x by a positive amount [image: image184.jpg]


. This is done with a percolate down. Many schedulers automatically drop the priority of a process that is consuming excessive CPU time. 

Delete

The delete(P, H) operation removes the node at position x from the heap. This is done by first performing decrease_key(P,∞ , H) and then performing delete_min (H). When a process is terminated by a user (instead of finishing normally), it must be removed from the priority queue.
DeleteMin 

After deleting the minimum element, the last element will occupy the hole. Then will occupy the hole. Then rearrange the heap till it satisfies heap order property. 

Build Heap 

The Build Heap (H) operations takes as input N keys and places them into an empty heap by maintaining structure property and heap order property.

The general algorithm is to place the n keys into the tree in any order, maintaining the structure property. Then, if percolate_down(i) percolates down from node i, perform the algorithm in Figure 6.14 to create a heap-ordered tree. The first tree in Figure 6.15 is the unordered tree. The seven remaining trees in Figures 6.15 through 6.18 show the result of each of the seven percolate downs. Each dashed line corresponds to two comparisons: one to find the smaller child and one to compare the smaller child with the node. Notice that there are only 10 dashed lines in the entire algorithm (there could have been an 11th -- where?) corresponding to 20 comparisons.

Figure 6.14 Sketch of build_heap

for(i=n/2; i>0; i-- )

percolate_down( i );

Figure 6.15 Left: initial heap; right: after percolate_down(7)
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Figure 6.16 Left: after percolate_down(6); right: after percolate_down(5)
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Figure 6.17 Left: after percolate_down(4); right: after percolate_down(3)
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Figure 6.18 Left: after percolate_down(2); right: after percolate_down(1)
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UNIT – III HASHING AND SETS
HASHING

The implementation of hash tables is frequently called hashing. Hashing is a technique used to perform insertions, deletions and finds in constant average time. It does not support operations such as Findmin, Findmax, etc.,

The ideal hash table data structure is merely an array of some fixed size, containing the keys. Typically, a key is a string with an associated value (for instance, salary information). We will refer to the table size as H_SIZE, with the understanding that this is part of a hash data structure and not merely some variable floating around globally. The common convention is to have the table run from 0 to H_SIZE-1; we will see why shortly. 

Each key is mapped into some number in the range 0 to H_SIZE - 1 and placed in the appropriate cell. The mapping is called a hash function, which ideally should be simple to compute and should ensure that any two distinct keys get different cells. Since there are a finite number of cells and a virtually inexhaustible supply of keys, this is clearly impossible, and thus we seek a hash function that distributes the keys evenly among the cells. Figure shown below is typical of a perfect situation. In this example, john hashes to 3, phil hashes to 4, dave hashes to 6, and mary hashes to 7.
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Hash Table 
The hash table data structure is an array of some fixed size, containing the keys. A key is a value associated with each record. 

Hashing Function 

A hashing function is a key - to - address transformation, which acts upon a given key to compute the relative position of the key in an array. 

A simple Hash function 

HASH (KEYVALUE) = KEYVALUE MOD TABLESIZE 

Example : - Hash (92) 

Hash (92) = 92 mod 10 = 2 

The keyvalue `92' is placed in the relative location `2'. 

If the input keys are integers, then simply returning key mod H_SIZE is generally a reasonable strategy, unless key happens to have some undesirable properties. In this case, the choice of hash function needs to be carefully considered. For instance, if the table size is 10 and the keys all end in zero, then the standard hash function is obviously a bad choice. For reasons we shall see later, and to avoid situations like the one above, it is usually a good idea to ensure that the table size is prime. When the input keys are random integers, then this function is not only very simple to compute but also distributes the keys evenly. 

Usually, the keys are strings; in this case, the hash function needs to be chosen carefully. Some programmers implement their hash function by using only the characters in the odd spaces, with the idea that the time saved computing the hash function will make up for a slightly less evenly distributed function.

Some of the Methods of Hashing Function 

1. Module Division 

2. Mid - Square Method 

3. Folding Method 

4. PSEUDO Random Method 

5. Digit or Character Extraction Method 

6. Radix Transformation. 

ROUTINE FOR SIMPLE HASH FUNCTION 

Hash (Char *key, int Table Size) 

{ 

int Hashvalue = 0; 

while (* key ! = `\0') 

Hashval + = * key ++; 

return Hashval % Tablesize; 

}

Collision
Collision occurs when a hash value of a record being inserted hashes to an address (i.e. Relative position) that already contain a different record. (ie) When two key values hash to the same position. 

Collision Resolution 

The process of finding another position for the collide record. 

Some of the Collision Resolution Techniques 

1. Separate Chaining 

2. Open Addressing 

3. Multiple Hashing 

SEPARATE CHAINING
Separate chaining is an open hashing technique. A pointer field is added to each record location. When an overflow occurs this pointer is set to point to overflow blocks making a linked list. 

In this method, the table can never overflow, since the linked list are only extended upon the arrival of new keys. 

A Separate Chaining Hash table
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Type declaration for Separate Chaining hash table
struct  ListNode;

typedef struct ListNode *Position;
struct HashTbl;

typedef struct HashTbl  *HashTable;

HashTable InitializeTable(int TableSize);

void DestroyTable(HashTable H);

Position Find(ElementType Key, HashTable H);

void Insert(ElementType Key, HashTable H);
/*Routines such as Delete and MakeEmpty are omitted*/

struct ListNode 
{

ElementType element;

Position Next;

};

typedef Position List;

struct HashTbl

{

int TableSize;

List *TheLists;

};

The hash table structure contains the actual size and an array of linked lists, which are dynamically allocated when the table is initialized. The HASH_TABLE type is just a pointer to this structure. the_lists field is actually a pointer to a pointer to a list_node structure.
Initialization routine for open hash table
HashTable InitializeTable(int TableSize )

{

HashTable H;

int i;

/*1*/       if( TableSize < MIN_TABLESIZE )

{

/*2*/            error("Table size too small");

/*3*/            return NULL;

}

/* Allocate table */

/*4*/       H = malloc ( sizeof (struct HashTbl) );

/*5*/       if( H == NULL )

/*6*/            fatal_error("Out of space!!!");

/*7*/       H->TableSize = NextPrime( TableSize );

/* Allocate list pointers */

/*8*/       H->TheLists = malloc( sizeof (List) * H->TableSize );

/*9*/       if( H->TheLists == NULL )

/*10*/           fatal_error("Out of space!!!");

/* Allocate list headers */

/*11*/      for(i=0; i< H-> TableSize; i++ )

{

/*12*/           H->TheLists[i] = malloc( sizeof (struct ListNode) );

/*13*/           if( H->TheLists[i] == NULL )

/*14*/                fatal_error("Out of space!!!");

else

/*15*/                H->TheLists[i]->next = NULL;

}

/*16*/      return H;

}

Lines 4 through 6 allocate a hash table structure. If space is available, then H will point to a structure containing an integer and a pointer to a list. Line 7 sets the table size to a prime number, and lines 8 through 10 attempt to allocate an array of lists. Since a LIST is defined to be a pointer, the result is an array of pointers.
Since our implementation uses headers, we must allocate one header per list and set its next field to NULL. This is done in lines 11 through 15. Of course, lines 12 through 15 could be replaced with the statement 

H->the_lists[i] = make_null();

Find

To perform a find, we use the hash function to determine which list to traverse. We then traverse this list in the normal manner, returning the position where the item is found.

FIND ROUTINE 

Position Find (ElementType Key, Hashtable H) 

{ 

Position P; 

List L; 

L = H ->Thelists [Hash (key, H->Tablesize)]; 

P = L ->Next; 

while (P! = NULL && P->Element ! = key) 

P = P->Next; 

return P; 

} 

Insertion 

To perform an insert, we traverse down the appropriate list to check whether the element is already in place (if duplicates are expected, an extra field is usually kept, and this field would be incremented in the event of a match). If the element turns out to be new, it is inserted either at the front of the list or at the end of the list, whichever is easiest. This is an issue most easily addressed while the code is being written. Sometimes new elements are inserted at the front of the list, since it is convenient and also because frequently it happens that recently inserted elements are the most likely to be accessed in the near future.

 INSERT 10 : 

Hash (k) = k% Tablesize 

Hash (10) = 10 % 10 

Hash (10) = 0

NSERT 11 : 

Hash (11) = 11 % 10 

Hash (11) = 1 

INSERT 81 : 

Hash (81) = 81% 10 

Hash (81) = 1 

The element 81 collides to the same hash value 1. To place the value 81 at this position perform the following. 

Traverse the list to check whether it is already present. Since it is not already present, insert at end of the list. Similarly the rest of the elements are inserted. 

ROUTINE TO PERFORM INSERTION 

void Insert (ElementType key, Hashtable H) 

{ 

Position Pos, Newcell; 

List L; 

/* Traverse the list to check whether the key is already present */ 

Pos = Find (Key, H); 

If (Pos = = NULL) /* Key is not found */ 

{ 

Newcell = malloc (size of (struct ListNode)); 

if (Newcell ! = NULL) 

  FatalError( “Out of space !!!” );

else

{

L = H ->Thelists [Hash (key, H->Tablesize)]; 

Newcell ->Next = L ->Next; 

Newcell ->Element = key; 

/* Insert the key at the front of the list */ 

L ->Next = Newcell; 

} 

} 

} 

Advantage 

More number of elements can be inserted as it uses array of linked lists. 

Disadvantage of Separate Chaining 

* It requires pointers, which occupies more memory space. 

* It takes more effort to perform a search, since it takes time to evaluate the hash function and 

also to traverse the list. 

OPEN ADDRESSING

Open addressing is also called closed Hashing, which is an alternative to resolve the collisions with linked lists. 

In this hashing system, if a collision occurs, alternative cells are tried until an empty cell is found. (ie) cells h0(x), h1(x), h2(x).....are tried in succession. 

There are three common collision resolution strategies. They are 

(i) Linear Probing 

(ii) Quadratic probing 

(iii) Double Hashing. 

Type declaration for open addressing hash tables
typedef unsigned int Index;

typedef unsigned Position;

struct HashTbl;
typedef struct HashTbl  *HashTable;
HashTable InitializeTable( int TableSize );
Position Find( ElementType Key, HashTable H);
HashTable Rehash(HashTable H);

/*Routines such as Delete and MakeEmpty are omitted*/

enum KindOfEntry { legitimate, empty, deleted };

struct HashEntry

{

ElementType Element;

enum KindOfEntry Info;

};

typedef struct HashEntry Cell;

/* TheCells is an array of HashEntry cells, allocated later */

struct HashTbl

{

int TableSize;

Cell *TheCells;

};

Routine to initialize closed hash table
HashTable InitializeTable(int TableSize )

{

HashTable H;

int  i;

/*1*/       if(TableSize < MinTableSize)

{

/*2*/            error("Table size too small");

/*3*/            return NULL;

}

/* Allocate table */

/*4*/       H = malloc( sizeof ( struct HashTbl ) );

/*5*/       if( H == NULL )

/*6*/           FatalError("Out of space!!!");

/*7*/       H-> TableSize = NextPrime(TableSize);

/* Allocate cells */

/*8*/       H-> TheCells = (cell *) malloc( sizeof ( Cell ) * H-> TableSize);

/*9*/       if( H-> TheCells == NULL )

/*10*/           FatalError("Out of space!!!");

/*11*/      for(i=0; i<H-> TableSize; i++ )

/*12*/           H-> TheCells [i].info = Empty;

/*13*/      return H;

}

LINEAR PROBING 

In linear probing, for the ith probe the position to be tried is (h(k) + i) mod tablesize, where F(i) = i, is the linear function. 

In linear probing, the position in which a key can be stored is found by sequentially searching all position starting from the position calculated by the hash function until an empty cell is found. 

If the end of the table is reached and no empty cells has been found, then the search is continued from the beginning of the table. It has a tendency to create clusters in the table. 
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Advantage : 

* It doesn't requires pointers 

Disadvantage 

* It forms clusters, which degrades the performance of the hash table for storing and retrieving 

data. 

QUADRATIC PROBING 

Quadratic probing is a collision resolution method that eliminates the primary clustering problem of linear probing. Quadratic probing is what you would expect-the collision function is quadratic. The popular choice is F(i) = i2. 
When 49 collides with 89, the next position attempted is one cell away. This cell is empty, so 49 is placed there. Next 58 collides at position 8. Then the cell one away is tried but another collision occurs. A vacant cell is found at the next cell tried, which is 22 = 4 away. 58 is thus placed in cell 2. The same thing happens for 69. 

For linear probing it is a bad idea to let the hash table get nearly full, because performance degrades. For quadratic probing, the situation is even more drastic: There is no guarantee of finding an empty cell once the table gets more than half full, or even before the table gets half full if the table size is not prime. This is because at most half of the table can be used as alternate locations to resolve collisions. 

Indeed, we prove now that if the table is half empty and the table size is prime, then we are always guaranteed to be able to insert a new element

Open addressing hash table with quadratic probing, after each insertion
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DOUBLE HASHING

For double hashing, one popular choice is F(i) = i .h2(x). This formula says that we apply a second hash function to x and probe at a distance h2(x), 2h2(x), . . ., and so on. A poor choice of h2(x) would be disastrous. For instance, the obvious choice h2(x) = x mod 9 would not help if 99 were inserted into the input in the previous examples. Thus, the function must never evaluate to zero. 
It is also important to make sure all cells can be probed (this is not possible in the example below, because the table size is not prime). A function such as h2(x) = R - (x mod R), with R a prime smaller than H_SIZE, will work well. If we choose R = 7, then Figure below shows the results of inserting the same keys as before.
Open addressing hash table with double hashing, after each insertion
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Find routine for open addressing hash table with quadratic probing 

Position Find( ElementType key, HashTable H )

{

Position i, CurrentPos;

/*1*/    int   i = 0;

/*2*/       CurrentPos = Hash( key, H->TableSize );

/* Probably need strcmp! */

/*3*/       while( (H-> TheCells[CurrentPos].Info!=Empty && 


           H->TheCells[CurrentPos].Element != key ) 

{

/*4*/             CurrentPos += 2*(++i) - 1;

/*5*/             if(CurrentPos >= H-> TableSize)

/*6*/                  CurrentPos  - = H-> TableSize;


}

/*7*/       return CurrentPos;

}

Insert routine for open addressing hash table with quadratic probing
void insert( ElementType Key, HashTable H )

{

Position Pos;

Pos = Find( key, H );

if( H-> TheCells [Pos].Info != legitimate )

{    /* ok to insert here */

H-> TheCells [Pos].Info = legitimate;

H-> TheCells [Pos].Element = key;

/* Probably need strcpy!! */

}

}

REHASHING
If the table gets too full, the running time for the operations will start taking too long and inserts might fail for closed hashing with quadratic resolution. This can happen if there are too many deletions intermixed with insertions. A solution, then, is to build another table that is about twice as big (with associated new hash function) and scan down the entire original hash table, computing the new hash value for each (non-deleted) element and inserting it in the new table. 

As an example, suppose the elements 13, 15, 24, and 6 are inserted into a closed hash table of size 7. The hash function is h(x) = x mod 7. Suppose linear probing is used to resolve collisions. The resulting hash table appears in Fig. 1

If 23 is inserted into the table, the resulting table in Figure 2 will be over 70 percent full. Because the table is so full, a new table is created. The size of this table is 17, because this is the first prime which is twice as large as the old table size. The new hash function is then h(x) = x mod 17. The old table is scanned, and elements 6, 15, 23, 24, and 13 are inserted into the new table. The resulting table appears in Figure .3

This entire operation is called rehashing. This is obviously a very expensive operation -- the running time is O(n), since there are n elements to rehash and the table size is roughly 2n, but it is actually not all that bad, because it happens very infrequently. In particular, there must have been n/2 inserts prior to the last rehash, so it essentially adds a constant cost to each insertion.* If this data structure is part of the program, the effect is not noticeable. On the other hand, if the hashing is performed as part of an interactive system, then the unfortunate user whose insertion caused a rehash could see a slowdown. 

*This is why the new table is made twice as large as the old table.

Figure .1 open addressing hash table with linear probing with input 13,15, 6,24 [image: image194.png]24
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Figure 2 open addressing hash table with linear probing after 23 is inserted
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Figure 3 open addressing hash table after rehashing
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Rehashing can be implemented in several ways with quadratic probing. One alternative is to rehash as soon as the table is half full. The other extreme is to rehash only when an insertion fails. A third, middle of the road, strategy is to rehash when the table reaches a certain load factor. Since performance does degrade as the load factor increases, the third strategy, implemented with a good cutoff, could be best. 

Rehashing frees the programmer from worrying about the table size and is important because hash tables cannot be made arbitrarily large in complex programs.

Rehashing routine for open addressing hash tables

HashTable Rehash(HashTable H )

{

int i, OldSize;

Cell *OldCells;

/*1*/        OldCells = H->TheCcells;

/*2*/        OlSize = H->TableSize;

/* Get a new, empty table */

/*3*/       H = InitializeTable( 2*OldSize );

/* Scan through old table, reinserting into new */

/*4*/       for( i=0; i< OldSize; i++ )

/*5*/            if(OldCells [i].info == Legitimate )

/*6*/                 Insert OldCells [i].Element, H );

/*7*/       free(OldCells);

/*8*/       return H;

}

EXTENDIBLE HASING

Assume that at any point we have n records to store; the value of n changes over time. Furthermore, at most m records fit in one disk block. We will use m = 4 in this section. 

If either open hashing or closed hashing is used, the major problem is that collisions could cause several blocks to be examined during a find, even for a well-distributed hash table. Furthermore, when the table gets too full, an extremely expensive rehashing step must be performed, which requires O(n) disk accesses. 

A clever alternative, known as extendible hashing, allows a find to be performed in two disk accesses. Insertions also require few disk accesses.

As m increases, the depth of a B-tree decreases. We could in theory choose m to be so large that the depth of the B-tree would be 1. Then any find after the first would take one disk access, since, presumably, the root node could be stored in main memory. The problem with this strategy is that the branching factor is so high that it would take considerable processing to determine which leaf the data was in. If the time to perform this step could be reduced, then we would have a practical scheme. This is exactly the strategy used by extendible hashing. 

Let us suppose, for the moment, that our data consists of several six-bit integers. Figure 5.23 shows an extendible hashing scheme for this data. The root of the "tree" contains four pointers determined by the leading two bits of the data. Each leaf has up to m = 4 elements. It happens that in each leaf the first two bits are identical; this is indicated by the number in parentheses. To be more formal, D will represent the number of bits used by the root, which is sometimes known as the directory. The number of entries in the directory is thus 2D. dl is the number of leading bits that all the elements of some leaf l have in common. dl will depend on the particular leaf, and dl ≤D.
Suppose that we want to insert the key 100100. This would go into the third leaf, but as the third leaf is already full, there is no room. We thus split this leaf into two leaves, which are now determined by the first three bits. This requires increasing the directory size to 3. These changes are reflected in fig shown below. Notice that all of the leaves not involved in the split are now pointed to by two adjacent directory entries. Thus, although an entire directory is rewritten, none of the other leaves are actually accessed.

Extendible hashing: original data
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If the key 000000 is now inserted, then the first leaf is split, generating two leaves with dl = 3. Since D = 3, the only change required in the directory is the updating of the 000 and 001 pointers. This very simple strategy provides quick access times for insert and find operations on large databases. There are a few important details we have not considered.

Extendible hashing: after insertion of 100100 and directory split
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First, it is possible that several directory splits will be required if the elements in a leaf agree in more than D + 1 leading bits. For instance, starting at the original example, with D = 2, if 111010, 111011, and finally 111100 are inserted, the directory size must be increased to 4 to distinguish between the five keys. This is an easy detail to take care of, but must not be forgotten. Second, there is the possibility of duplicate keys; if there are more than m duplicates, then this algorithm does not work at all. In this case, some other arrangements need to be made. 

These possibilities suggest that it is important for the bits to be fairly random. This can be accomplished by hashing the keys into a reasonably long integer; hence the reason for the name.

Extendible hashing: after insertion of 000000 and leaf split
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The expected number of leaves is (n / m) log2 e. Thus the average leaf is ln 2 = 0.69 full. This is the same as B-trees, which is not entirely surprising, since for both data structures new nodes are created when the (m + 1)st entry is added. 

The more surprising result is that the expected size of the directory (in other words, 2D) is O(n1+1 /m/ m). If m is very small, then the directory can get unduly large. In this case, we can have the leaves contain pointers to the records instead of the actual records, thus increasing the value of m. This adds a second disk access to each find operation in order to maintain a smaller directory. If the directory is too large to fit in main memory, the second disk access would be needed anyway.

Applications of sets

(i) Compilers use hash tables to keep track of declared variables in source code. The data structure is known as a symbol table. Hash tables are the ideal application for this problem because only inserts and finds are performed.

(ii) A hash table is useful for any graph theory problem where the nodes have real names instead of numbers. Here, as the input is read, vertices are assigned integers from 1 onwards by order of appearance. Again, the input is likely to have large groups of alphabetized entries.

(iii) Another use of hash tables is in programs that play games. As the program searches through different lines of play, it keeps track of positions it has seen by computing a hash function based on the position (and storing its move for that position). If the same position reoccurs, usually by a simple transposition of moves, the program can avoid expensive recomputation. This general feature of all game-playing programs is known as the transposition table. 

(iv) Another use of hashing is in online spelling checkers. If misspelling detection (as opposed to correction) is important, an entire dictionary can be prehashed and words can be checked in constant time. Hash tables are well suited for this, because it is not important to alphabetize words; printing out misspellings in the order they occurred in the document is certainly acceptable.

DISJOINT SET ADT

The name of a set is given by the node at the root. Since only the name of the parent is required, we can assume that this tree is stored implicitly in an array: each entry p[i] in the array represents the parent of element i. If i is a root, then p[i] = 0. In the forest in Figure .1, p[i] = 0 for 1≤ i ≤8. As with heaps, we will draw the trees explicitly, with the understanding that an array is being used. Figure .1 shows the explicit representation.

Figure .1 Eight elements, initially in different sets
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To perform a union of two sets, we merge the two trees by making the root of one tree point to the root of the other. It should be clear that this operation takes constant time. Figures .2, 3, and 4 represent the forest after each of union(5,6) union(7,8), union(5,7), where we have adopted the convention that the new root after the union(x,y) is x. The implicit representation of the last forest is shown in Figure 5. 

A find(x) on element x is performed by returning the root of the tree containing x. The time to perform this operation is proportional to the depth of the node representing x, assuming, of course, that we can find the node representing x in constant time. Using the strategy above, it is possible to create a tree of depth n - 1, so the worst-case running time of a find is O(n). Typically, the running time is computed for a sequence of m intermixed instructions. In this case, m consecutive operations could take O(mn) time in the worst case. 

The code in Figures 6 through 9 represents an implementation of the basic algorithm, assuming that error checks have already been performed. In our routine, unions are performed on the roots of the trees. Sometimes the operation is performed by passing any two elements, and having the union perform two finds to determine the roots.

Figure 2 After union (5, 6)
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Figure 3 After union (7, 8)
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Figure 4 After union (5,7)
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The average-case analysis is quite hard to do. The least of the problems is that the answer depends on how to define average (with respect to the union operation). For instance, in the forest in Figure 4, we could say that since there are five trees, there are 5 .4 = 20 equally likely results of the next union (as any two different trees can be unioned). Of course, the implication of this model is that there is only a 2/5 chance that the next union will involve the large tree. Another model might say that all unions between any two elements in different trees are equally likely, so a larger tree is more likely to be involved in the next union than a smaller tree. In the example above, there is an 8/5 chance that the large tree is involved in the next union, since (ignoring symmetries) there are 6 ways in which to merge two elements in {1, 2, 3, 4}, and 16 ways to merge an element in {5, 6, 7, 8} with an element in {1, 2, 3, 4}. There are still more models and no general agreement on which is the best. The average running time depends on the model; ʘ(m),ʘ(m log n), and ʘ(mn) bounds have actually been shown for three different models, although the latter bound is thought to be more realistic.
Figure 5 Implicit representation of previous tree
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Figure 6 Disjoint set type declaration

typedef int Disjset[ Numsets+1 ];

typedef int SetType;

typedef int ElementType;

void Initialize(Disjset S);

void SetUnion(Disjset S, SetType Root1, SetType Root2);

SetType Find(ElementType X, Disjset S);
Figure 7 Disjoint set initialization routine
void Initialize(Disjset S )

{

int i;

for( i = NumSets; i > 0; i-- )

S[i] = 0;

}

Figure 8 Union (not the best way)

/* Assumes root1 and root2 are roots. */

/* union is a C keyword, so this routine is named set_union. */

void SetUnion(Disjset S, SetType Root1, SetType Root2 )

{

S[Root2] = Root1;

}

Figure 9 A simple disjoint set find algorithm

SetType Find( ElementType X, Disjset S )

{

if( S[X] <= 0 )

return X;

else

return( Find( S[X], S ) );

}

DYNAMIC EQUIVALENCE PROBLEM

Equivalence relation

A relation R is defined on a set S if for every pair of elements (a, b), a, b €S, a R b is either true or false. If a R b is true, then we say that a is related to b. 

An equivalence relation is a relation R that satisfies three properties: 

1. (Reflexive) a R a, for all a€ S. 

2. (Symmetric) a R b if and only if b R a. 

3. (Transitive) a R b and b R c implies that a R c.

Given an equivalence relation ~, the natural problem is to decide, for any a and b, if a ~ b. If the relation is stored as a two-dimensional array of booleans, then, of course, this can be done in constant time. The problem is that the relation is usually not explicitly, but rather implicitly, defined. 

As an example, suppose the equivalence relation is defined over the five-element set {a1, a2, a3, a4, a5}. Then there are 25 pairs of elements, each of which is either related or not. However, the information a1 ~ a2, a3 ~ a4, a5 ~ a1, a4 ~ a2 implies that all pairs are related. We would like to be able to infer this quickly. 

The equivalence class of an element a €S is the subset of S that contains all the elements that are related to a. Notice that the equivalence classes form a partition of S: Every member of S appears in exactly one equivalence class. To decide if a ~ b, we need only to check whether a and b are in the same equivalence class. This provides our strategy to solve the equivalence problem. 

The input is initially a collection of n sets, each with one element. This initial representation is that all relations (except reflexive relations) are false. Each set has a different element, so that Si ∩Sj =ⱷ; this makes the sets disjoint.

There are two permissible operations. The first is find, which returns the name of the set (that is, the equivalence class) containing a given element. The second operation adds relations. If we want to add the relation a ~ b, then we first see if a and b are already related. This is done by performing finds on both a and b and checking whether they are in the same equivalence class. If they are not, then we apply union. This operation merges the two equivalence classes containing a and b into a new equivalence class. From a set point of view, the result of  U is to create a new set Sk = Si USj, destroying the originals and preserving the disjointness of all the sets. The algorithm to do this is frequently known as the disjoint set union/find algorithm for this reason. 

This algorithm is dynamic because, during the course of the algorithm, the sets can change via the union operation. The algorithm must also operate on-line: When a find is performed, it must give an answer before continuing. Another possibility would be an off-line algorithm. Such an algorithm would be allowed to see the entire sequence of unions and finds. The answer it provides for each find must still be consistent with all the unions that were performed up until the find, but the algorithm can give all its answers after it has seen all the questions. The difference is similar to taking a written exam (which is generally off-line--you only have to give the answers before time expires), and an oral exam (which is on-line, because you must answer the current question before proceeding to the next question).

Notice that we do not perform any operations comparing the relative values of elements, but merely require knowledge of their location. For this reason, we can assume that all the elements have been numbered sequentially from 1 to n and that the numbering can be determined easily by some hashing scheme. Thus, initially we have Si = {i} for i = 1 through n. 

Our second observation is that the name of the set returned by find is actually fairly abitrary. All that really matters is that find(a) = find(b) if and only if  a and bare in the same set. 

These operations are important in many graph theory problems and also in compilers which process equivalence (or type) declarations. 

There are two strategies to solve this problem. One ensures that the find instruction can be executed in constant worst-case time, and the other ensures that the union instruction can be executed in constant worst-case time. For the find operation to be fast, we could maintain, in an array, the name of the equivalence class for each element. Then find is just a simple O(1) lookup. Suppose we want to perform union(a, b). Suppose that a is in equivalence class i and b is in equivalence class j. Then we scan down the array, changing all is to j. Unfortunately, this scan takes ʘ(n). Thus, a sequence of n - 1 unions (the maximum, since then everything is in one set), would take ʘ(n2) time. If there are Ω(n2) find operations, this performance is fine, since the total running time would then amount to O(1) for each union or find operation over the course of the algorithm. If there are fewer finds, this bound is not acceptable. 

One idea is to keep all the elements that are in the same equivalence class in a linked list. This saves time when updating, because we do not have to search through the entire array. This by itself does not reduce the asymptotic running time, because it is still possible to perform ʘ(n2) equivalence class updates over the course of the algorithm. 

If we also keep track of the size of each equivalence class, and when performing unions we change the name of the smaller equivalence class to the larger, then the total time spent for n - 1 merges isO (n log n). The reason for this is that each element can have its equivalence class changed at most log n times, since every time its class is changed, its new equivalence class is at least twice as large as its old. Using this strategy, any sequence of m finds and up to n - 1 unions takes at most O(m + n log n) time.

SMART UNION ALGORITHMS

The unions are usually performed, by making the second tree a subtree of the first. A simple improvement is always to make the smaller tree a subtree of the larger, breaking ties by any method; we call this approach union-by-size. The three unions in the preceding example were all ties, and so we can consider that they were performed by size. If the next operation were union (4, 5), then the forest in Figure 1 would form. Had the size heuristic not been used, a deeper forest would have been formed (Fig. 2).

Figure 1 Result of union-by-size
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Figure 2 Result of an arbitrary union
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Figure 3 Worst-case tree for n = 16
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We can prove that if unions are done by size, the depth of any node is never more than log n. To see this, note that a node is initially at depth 0. When its depth increases as a result of a union, it is placed in a tree that is at least twice as large as before. Thus, its depth can be increased at most log n times. This implies that the running time for a find operation is O(log n), and a sequence of m operations takes O(m log n). The tree in Figure 3 shows the worst tree possible after 16 unions and is obtained if all unions are between equal-sized trees
To implement this strategy, we need to keep track of the size of each tree. Since we are really just using an array, we can have the array entry of each root contain the negative of the size of its tree. Thus, initially the array representation of the tree is all -1s. When a union is performed, check the sizes; the new size is the sum of the old. Thus, union-by-size is not at all difficult to implement and requires no extra space. It is also fast, on average. For virtually all reasonable models, it has been shown that a sequence of m operations requires O(m) average time if union-by-size is used. This is because when random unions are performed, generally very small (usually one-element) sets are merged with large sets throughout the algorithm.

An implementation, which also guarantees that all the trees will have depth at most O(log n), is union-by-height. We keep track of the height, instead of the size, of each tree and perform unions by making the shallow tree a subtree of the deeper tree. This is an easy algorithm, since the height of a tree increases only when two equally deep trees are joined (and then the height goes up by one). Thus, union-by-height is a trivial modification of union-by-size. 

The following figures show a tree and its implicit representation for both union-by-size and union-by-height. 
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The code in Figure below implements union-by-height.

Code for union-by-height (rank)
/* assume root1 and root2 are roots */

/* union is a C keyword, so this routine is named set_union */

void SetUnion (Disjset S, SetType Root1, SetType Root2 )

{

if( S[Root2] < S[Root1] )  /* root2 is deeper set */

S[Root1] = Root2;     /* make root2 new root */

else

{

if( S[Root2] == S[Root1] ) /* same height, so update */

S[Root1]--;

S[Root2] = Root1; /* make root1 new root */

}

}

PATH COMPRESSION

The only way to speed the algorithm up, without reworking the data structure entirely, is to do something clever on the find operation. The clever operation is known as path compression. Path compression is performed during a find operation and is independent of the strategy used to perform unions. Suppose the operation is find(x). Then the effect of path compression is that every node on the path from x to the root has its parent changed to the root. Figure 2shows the effect of path compression after find (15) on the generic worst tree of Figure 1. 

Fig 1
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Fig 2
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The effect of path compression is that with an extra two pointer moves, nodes 13 and 14 are now one position closer to the root and nodes 15 and 16 are now two positions closer. Thus, the fast future accesses on these nodes will pay (we hope) for the extra work to do the path compression. 

As the code below shows, path compression is a trivial change to the basic find algorithm. The only change to the find routine is that S[x] is made equal to the value returned by find; thus after the root of the set is found recursively, x is made to point directly to it. This occurs recursively to every node on the path to the root, so this implements path compression. 

Code for disjoint set find with path compression

SetType Find( ElementType X, DisjSet S )

{

if( S[X] <= 0 )

return X;

else

return( S[X] = find( S[X], S ) );

}

When unions are done arbitrarily, path compression is a good idea, because there is an abundance of deep nodes and these are brought near the root by path compression. It has been proven that when path compression is done in this case, a sequence of m operations requires at most O(m log n) time.
Path compression is perfectly compatible with union-by-size, and thus both routines can be implemented at the same time. Since doing union-by-size by itself is expected to execute a sequence of m operations in linear time, it is not clear that the extra pass involved in path compression is worthwhile on average. 

Path compression is not entirely compatible with union-by-height, because path compression can change the heights of the trees. Then the heights stored for each tree become estimated heights (sometimes known as ranks), but it turns out that union-by-rank (which is what this has now become) is just as efficient in theory as union-by-size. Furthermore, heights are updated less often than sizes. As with union-by-size, it is not clear whether path compression is worthwhile on average.
APPLICATIONS OF SETS
· Disjoint-set data structures model the partitioning of a set, for example to keep track of the connected components of an undirected graph. This model can then be used to determine whether two vertices belong to the same component, or whether adding an edge between them would result in a cycle.

· This data structure is used by the Boost Graph Library to implement its Incremental Connected Components functionality. It is also used for implementing Kruskal's algorithm to find the minimum spanning tree of a graph.

UNIT – IV GRAPHS
Definitions
GRAPH 
A graph G = (V, E) consists of a set of vertices, V and set of edges E. 

Vertics are referred to as nodes and the arc between the nodes are referred to as Edges. Each edge is a pair (v, w) where u, w €V. (i.e.) v = V1, w = V2... 
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Here V1, V2, V3, V4 are the vertices and (V1, V2), (V2, V3), (V3, V4), (V4, V1), (V2, V4), (V1, V3) are edges. 

BASIC TERMINOLOGIES 
Directed Graph (or) Digraph 

Directed graph is a graph which consists of directed edges, where each edge in E is unidirectional. It is also referred as Digraph. If (v, w) is a directed edge then (v, w) ≠ (w, v) 

(V1, V2) ≠(V2, V1) 
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Undirected Graph 
An undirected graph is a graph, which consists of undirected edges. If (v, w) is an undirected edge then (v,w) = (w, v) 

(V1, V2) = (V2, V1) 
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Weighted Graph 

A graph is said to be weighted graph if every edge in the graph is assigned a weight or value. It can be directed or undirected graph.
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Undirected weighted graph



Directed weighted graph

Complete Graph 

A complete graph is a graph in which there is an edge between every pair of vertices. A complete graph with n vertices will have n (n - 1)/2 edges. 
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Number of vertics is 4 

Number of edges is 6 

(i.e) There is a path from every vertex to every other vertex. 

A complete digraph is a strongly connected graph. 

Strongly Connected Graph 

If there is a path from every vertex to every other vertex in a directed graph then it is said to be strongly connected graph. Otherwise, it is said to be weakly connected graph. 

Path
A path in a graph is a sequence of verices w1, w2, w3, . . . , wn such that (wi, wi+i) €E for 1 ≤i < n.
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the path from V1 to V3 is V1, V2, V3.
Length 

The length of the path is the number of edges on the path, which is equal to N-1, where N represents the number of vertices. 

The length of the above path V1 to V3 is 2. (i.e) (V1, V2), (V2, V3). 

If there is a path from a vertex to itself, with no edges, then the path length is 0. 

Loop 

If the graph contains an edge (v, v) from a vertex to itself, then the path is referred to as a loop. 

Simple Path 
A simple path is a path such that all vertices on the path, except possibly the first and the last are distinct. 

A simple cycle is the simple path of length atleast one that begins and ends at the same vertex. 

Cycle 

A cycle in a graph is a path in which first and last vertex are the same. 
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A graph which has cycles is referred to as cyclic graph.
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Degree 

The number of edges incident on a vertex determines its degree. The degree of the vertex V is written as degree (V). 

The indegree of the vertex V, is the number of edges entering into the vertex V. 

Similarly the out degree of the vertex V is the number of edges exiting from that vertex V. 
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Indegree (V1) = 2

Outdegree (V1) = 1

ACyclic Graph 

A directed graph which has no cycles is referred to as acyclic graph. It is abbreviated as DAG. 

DAG - Directed Acyclic Graph. 
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Representation of Graph 

Graph can be represented by Adjacency Matrix and Adjacency list. 

One simple way to represents a graph is Adjacency Matrix. 

The adjacency Matrix A for a graph G = (V, E) with n vertices is an n x n matrix, such that 

Aij = 1, if there is an edge Vi to Vj 
Aij = 0, if there is no edge. 

Adjacency Matrix For Directed Graph

Example V1,2 = 1 Since there is an edge V1 to V2 

Similarly V1,3 = 1, there is an edge V1 to V3. V1,1 & V1,4 = 0, there is no edge.

[image: image224.jpg]






[image: image225.jpg]O




Adjacency Matrix For Undirected Graph
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Adjacency Matrix For Weighted Graph 
To solve some graph problems, Adjacency matrix can be constructed as 
Aij = Cij, if there exists an edge from Vi to Vj 

Aij = 0, if there is no edge & i = j 

If there is no arc from i to j, Assume C[i, j] = i,j

Advantage 

* Simple to implement. 

Disadvantage 
* Takes O(n2) space to represents the graph 

* It takes O(n2) time to solve the most of the problems. 

Adjacency List Representation 

In this representation, we store a graph as a linked structure. We store all vertices in a list and then for each vertex, we have a linked list of its adjacency vertices 
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A directed graph 





An adjacency list representation of a graph

Disadvantage 

* It takes 0(n) time to determine whether there is an arc from vertex i to vertex j. Since there can be 0(n) vertices on the adjacency list for vertex i. 

TOPOLOGICAL SORT
A topological sort is a linear ordering of vertices in a directed acyclic graph such that if there is a path from Vi to Vj, then Vj appears after Vi in the linear ordering. 

Topological ordering is not possible. If the graph has a cycle, since for two vertices v and w on the cycle, v precedes w and w precedes v. 

To implement the topological sort, perform the following steps. 

Step 1 : - Find the indegree for every vertex. 

Step 2 : - Place the vertices whose indegree is `0' on the empty queue. 

Step 3 : - Dequeue the vertex V and decrement the indegree's of all its adjacent 

vertices. 

Step 4 : - Enqueue the vertex on the queue, if its indegree falls to zero. 

Step 5 : - Repeat from step 3 until the queue becomes empty. 

Step 6 : - The topological ordering is the order in which the vertices dequeued. 

Routine to perform Topological Sort 

/* Assume that the graph is read into an adjacency matrix and that the indegrees are 

computed for every vertices and placed in an array (i.e. Indegree [ ] ) */ 

void Topsort (Graph G) 

{ 

Queue Q ; 

int counter = 0; 

Vertex V, W ; 

Q = CreateQueue (NumVertex); 

Makeempty (Q); 

for each vertex V 

if (indegree [V] = = 0) 

Enqueue (V, Q); 

while (! IsEmpty (Q)) 

{ 

V = Dequeue (Q); 

TopNum [V] = + + counter; 

for each W adjacent to V 

if (--Indegree [W] = = 0) 

Enqueue (W, Q); 

} 

if (counter ! = NumVertex) 

Error (" Graph has a cycle"); 

DisposeQueue (Q); /* Free the Memory */ 

} 

Note : 

Enqueue (V, Q) implies to insert a vertex V into the queue Q. 

Dequeue (Q) implies to delete a vertex from the queue Q. 

TopNum [V] indicates an array to place the topological numbering. 

Illustration
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Adjacency Matrix

Step 1 
Number of 1's present in each column of adjacency matrix represents the indegree of the corresponding vertex. 

In fig 5.3.1 Indegree [a] = 0 Indegree [b] = 1 

Indegree [c] = 2 Indegree [d] = 2 

Step 2 
Enqueue the vertex, whose indegree is `0' 

In fig 5.3.1 vertex `a' is 0, so place it on the queue. 

Step 3 
Dequeue the vertex `a' from the queue and decrement the indegree's of its adjacent vertex `b' & `c' 

Hence, Indegree [b] = 0 & Indegree [c] = 1 

Now, Enqueue the vertex `b' as its indegree becomes zero. 

Step 4 
Dequeue the vertex `b' from Q and decrement the indegree's of its adjacent vertex `c' and `d'. 

Hence, Indegree [c] = 0 & Indegree [d] = 1 

Now, Enqueue the vertex `c' as its indegree falls to zero. 

Step 5 
Dequeue the vertex `c' from Q and decrement the indegree's of its adjacent vertex `d'. 

Hence, Indegree [d] = 0 

Now, Enqueue the vertex `d' as its indegree falls to zero. 

Step 6 
Dequeue the vertex `d'

Step 7 
As the queue becomes empty, topological ordering is performed, which is nothing but, the order in which the vertices are dequeued. 

VERTEX 1 2 3 4 

a 0 0 0 0 

b 1 0 0 0 

c 2 1 0 0 

d 2 2 1 0 

ENQUEUE a b c d 

DEQUEUE a b c d 

The running time of this algorithm is O(|E| + |V|). where E represents the Edges & V represents the vertices of the graph.
BREADTH  FIRST TRAVERSAL
The breadth-first traversal of a tree visits the nodes in the order of their depth in the tree. Breadth-first tree traversal first visits all the nodes at depth zero (i.e., the root), then all the nodes at depth one, and so on. 

Since a graph has no root, when we do a breadth-first traversal, we must specify the vertex at which to start the traversal. Furthermore, we can define the depth of a given vertex to be the length of the shortest path from the starting vertex to the given vertex. Thus, breadth-first traversal first visits the starting vertex, then all the vertices adjacent to the starting vertex, and the all the vertices adjacent to those, and so on. 

Section 

 presents a non-recursive breadth-first traversal algorithm for N-ary trees that uses a queue to keep track vertices that need to be visited. The breadth-first graph traversal algorithm is very similar. 

First, the starting vertex is enqueued. Then, the following steps are repeated until the queue is empty: 

1. Remove the vertex at the head of the queue and call it vertex. 

2. Visit vertex. 

3. Follow each edge emanating from vertex to find the adjacent vertex and call it to. If to has not already been put into the queue, enqueue it. 

Notice that a vertex can be put into the queue at most once. Therefore, the algorithm must somehow keep track of the vertices that have been enqueued. 
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Figure: Breadth-first traversal.

Figure 

 illustrates the breadth-first traversal of the directed graph [image: image235.png]G



starting from vertex a. The algorithm begins by inserting the starting vertex, a, into the empty queue. Next, the head of the queue (vertex a) is dequeued and visited, and the vertices adjacent to it (vertices b and c) are enqueued. When, b is dequeued and visited we find that there is only adjacent vertex, c, and that vertex is already in the queue. Next vertex c is dequeued and visited. Vertex c is adjacent to a and d. Since a has already been enqueued (and subsequently dequeued) only vertex d is put into the queue. Finally, vertex d is dequeued an visited. Therefore, the breadth-first traversal of [image: image236.png]G



starting from a visits the vertices in the sequence 
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Implementation

Program 

 gives the code for the breadthFirstTraversal method of the AbstractGraph class. This method takes any Visitor and an integer. The visit method of the visitor is called once for each vertex in the graph and the vertices are visited in breadth-first traversal order starting from the vertex specified by the integer
   [image: image239.png]public abstract class AbstractGraph
extends AbstractContainer
implenents Graph

protected int mmberOfVertices;
protected int mimber0fEdges;
protected Vertex[] vertex;

public void breadthFirstTraversal {
Visitor visitor, int start)

{
boolean[] enquened = new boolean [mmberDfVertices];
for (imt v = 0; v < mumberDfVertices; +v)
enquened [v] = false;
Quene quene = new QueneAsLinkedList ();
enquened [start] = true;
quene.enquene (vertex [start]);
vhile (!queue.isEmpty () &k !visitor.isDome ())
{
Vertex v = (Vertex) quene.dequeue ();
visitor.visit {(v);
Enumeration p = v.getSuccessors ();
vhile {p.hasMoreElements ())
{
Vertex to = (Vertex) p.nextElement ();
if (lenquened [to.getNumber ()])
{
enquened [to.getNumber ()] = true;
quene. enquene (to);
+
+
+
+
1.





Program: AbstractGraph class breadthFirstTraversal method.

An boolean-valued array, enqueued, is used to keep track of the vertices that have been put into the queue. The elements of the array are all initialized to false (lines 12-14). Next, a new queue is created and the starting vertex is enqueued (lines 16-19). 

The main loop of the breadthFirstTraversal method comprises lines 20-34. This loop continues as long as there is a vertex in the queue and the visitor is willing to do more work (line 20). In each iteration exactly one vertex is dequeued and visited (lines 22-23). After a vertex is visited, all the successors of that node are examined (lines 24-33). Every successor of the node that has not yet been enqueued is put into the queue and the fact that it has been enqueued is recored in the array enqueued (lines 28-32). 

Running Time Analysis

The breadth-first traversal enqueues each node in the graph at most once. When a node is dequeued, all the edges emanating from that node are considered. Therefore, a complete traversal enumerates every edge in the graph. 

The actual running time of the breadth-first traversal method depends on the graph representation scheme used. The worst-case running time for the traversal of a graph represented using an adjacency matrix is 
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When adjacency lists are used, the worst case running time for the breadth-first traversal method is 
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If the graph is sparse, then [image: image242.png]&1 = O(V])



. Therefore, if a sparse graph is represented using adjacency lists and if [image: image243.png]T {vtairy = (X1}



, the worst-case running time of the breadth-first traversal is just [image: image244.png](XIVI)
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SHORTEST PATH ALGORITHMS
The Shortest path algorithm determines the minimum cost of the path from source to every other vertex. 

The cost of the path V1, V2, --VN is[image: image245.png]


. This is referred as weighted path length. The unweighted path length is merely the number of the edges on the path, namely N - 1. 

Two types of shortest path problems, exist namely, 

1. The single source shortest path problem 

2. The all pairs shortest path problem 

The single source shortest path algorithm finds the minimum cost from single source vertex to all other vertices. Dijkstra's algorithm is used to solve this problem which follows the greedy technique. 

All pairs shortest path problem finds the shortest distance from each vertex to all other vertices. To solve this problem dynamic programming technique known as floyd's algorithm is used. 

These algorithms are applicable to both directed and undirected weighted graphs provided that they do not contain a cycle of negative length. 

Single Source Shortest Path 

Given an input graph G = (V, E) and a distinguished vertex S, find the shortest path from S to every other vertex in G. This problem could be applied to both weighted and unweighted graph. 

Unweighted Shortest Path 

In unweighted shortest path all the edges are assigned a weight of "1" for each vertex, The following three pieces of information is maintained. 

Algorithm for unweighted graph 
known 

Specifies whether the vertex is processed or not. It is set to `1' after it is processed, otherwise `0'. Initially all vertices are marked unknown. (i.e) `0'. 

dv 

Specifies the distance from the source `s', initially all vertices are unreachable except for s, whose path length is `0'. 

Pv 

Specifies the bookkeeping variable which will allow us to print. The actual path. (i.e) The vertex which makes the changes in dv. 

To implement the unweighted shortest path, perform the following steps : 
Step 1 : - Assign the source node as `s' and Enqueue `s'. 

Step 2 : - Dequeue the vertex `s' from queue and assign the value of that vertex to be 

known and then find its adjacency vertices. 

Step 3 :- If the distance of the adjacent vertices is equal to infinity then change the distance 

of that vertex as the distance of its source vertex increment by `1' and Enqueue 

the vertex. 

Step 4 :- Repeat from step 2, until the queue becomes empty. 

ROUTINE FOR UNWEIGHTED SHORTEST PATH 

void Unweighted (Table T) 

{ 

Queue Q; 

Vertex V, W ; 

Q = CreateQueue (NumVertex); 

MakeEmpty (Q); 

/* Enqueue the start vertex s */ 

Enqueue (s, Q); 

while (! IsEmpty (Q)) 

{ 

V = Dequeue (Q); 

T[V]. Known = True; /* Not needed anymore*/ 

for each W adjacent to V 

if (T[W]. Dist = = INFINITY) 

{ 

T[W] . Dist = T[V] . Dist + 1 ; 

T[W] . path = V; 

Enqueue (W, Q); 

} 

} 

DisposeQueue (Q) ; /* Free the memory */ 

} 

[image: image246.png]



Graph after marking the start node as reachable in zero edges
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Graph after finding all vertices whose path length from s is 1
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Graph after finding all vertices whose shortest path is 2
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Final shortest paths
After finding all vertices whose path length from `a' is 1. 

`a' is Dequeued 

V KNOWN dv Pv 

a 1 0 0 

b 0 1 a 

c 0 1 a 

d 0 [image: image250]0 

Queue b, c 

After finding all vertices whose path length from `a' is 2. 

`b' is dequeued 

V KNOWN dv Pv 

a 1 0 0 

b 1 1 a 

c 0 1 a 

d 0 2 b 

Queue c,d 

`c' is Dequeued 

V KNOWN dv Pv 

a 1 0 0 

b 1 1 a 

c 0 1 a 

d 0 2 b 

Queue d 

`d' is Dequeued 

V KNOWN dv Pv 

a 1 0 0 

b 1 1 a 

c 1 1 a 

d 1 2 b 

Queue empty 

Shortest path from source a vertex `a' to other vertices are 

a [image: image251]b is 1 

a [image: image252]c is 1 

a [image: image253]d is 2 

In general when the vertex `V' is dequeued and the distance of its adjacency vertex `w' is infinitive then distance and path of `w' is calculated as follows 

T [W]. Dist = T[V]. Dist + 1 

T[W]. path = V 

Note 
The running time of this algorithm is O(|V|2) if adjacency list is used. (`E' represents the Edges & `V' represents the vertices of the graph). 

Dijkstra's Algorithm 

The general method to solve the single source shortest path problem is known as Dijkstra's algorithm. This is applied to the weighted graph G. 

Dijkstra's algorithm is the prime example of Greedy technique, which generally solve a problem in stages by doing what appears to be the best thing at each stage. This algorithm proceeds in stages, just like the unweighted shortest path algorithm. At each stage, it selects a vertex v, which has the smallest dv among all the unknown vertices, and declares that as the shortest path from S to V and mark it to be known. We should set dw = dv + Cvw, if the new value for dw would be an improvement. 

ROUTINE FOR ALGORITHM 

Void Dijkstra (Graph G, Table T) 

{ 

int i ; 

vertex V, W; 

Read Graph (G, T) /* Read graph from adjacency list */ 

/* Table Initialization */ 

for (i = 0; i < Numvertex; i++) 

{ 

T [i]. known = False; 

T [i]. Dist = Infinity; 

T [i]. path = NotA vertex; 

} 

T [start]. dist = 0; 

for ( ; ;) 

{ 

V = Smallest unknown distance vertex; 

if (V = = Not A vertex) 

break ; 

T[V]. known = True; 

for each W adjacent to V 

if ( ! T[W]. known) 

{ 

T [W]. Dist = Min [T[W]. Dist, T[V]. Dist + CVW] 

T[W]. path = V; 

} 

} 

} 

The directed graph G
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Initial configuration of table used in Dijkstra's algorithm

v   Known  dv  pv    

-------------------

  v1     0    0   0

  v2     0    [image: image255]   0

  v3     0    [image: image256]   0

  v4     0    [image: image257]   0

  v5     0    [image: image258]   0

  v6     0    [image: image259]   0

  v7     0    [image: image260]   0

After v1 is declared known

v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     0    2   v1    

  v3     0    [image: image261]   0

  v4     0    1   v1    

  v5     0    [image: image262]   0

  v6     0    [image: image263]   0

  v7     0    [image: image264]   0

After v4 is declared known

v   Known  dv  pv    

--------------------

  v1     1    0   0    

  v2     0    2   v1    

  v3     0    3   v4    

  v4     1    1   v1    

  v5     0    3   v4    

  v6     0    9   v4    

  v7     0    5   v4    

After v2 is declared known

  v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     1    2   v1    

  v3     0    3   v4    

  v4     1    1   v1    

  v5     0    3   v4    

  v6     0    9   v4    

  v7     0    5   v4    

After v5 and then v3 are declared known

  v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     1    2   v1    

  v3     1    3   v4    

  v4     1    1   v1    

  v5     1    3   v4    

  v6     0    8   v3    

  v7     0    5   v4    

After v7 is declared known

  v  Known  dv  pv
-------------------

  v1    1    0   0

  v2    1    2   v1

  v3    1    3   v4

  v4    1    1   v1

  v5    1    3   v4

  v6    0    6   v7

  v7    1    5   v4

The next vertex selected is v5 at cost 3. v7 is the only adjacent vertex, but it is not adjusted, because 3 + 6 > 5. Then v3 is selected, and the distance for v6 is adjusted down to 3 + 5 = 8. 

Next v7 is selected; v6 gets updated down to 5 + 1 = 6. Finally, v6 is selected. 

 After v6 is declared known and algorithm terminates

v  Known  dv  pv    
-------------------

  v1    1    0   0

  v2    1    2   v1    

  v3    1    3   v4    

  v4    1    1   v1    

  v5    1    3   v4    

  v6    1    6   v7    

  v7    1    5   v4    

Routine to print the actual shortest path

/* print shortest path to v after dijkstra has run */

/* assume that the path exists */

void

print_path( vertex v, TABLE T )

{

if( T[v].path != NOT_A_VERTEX )

{

print_path( T[v].path, T );

printf(" to ");

}

printf("%v", v ); /* %v is a pseudocode option for printf */

}

Note :- The total running time of this algorithm is O(|V|2)
Stages of Dijkstra's algorithm
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MINIMUM SPANNING TREE

A spanning tree of a connected graph is its connected a cyclic subgraph that contains all the vertices of the graph. 

A minimum spanning tree of a weighted connected graph G is its spanning tree of the smallest weight, where the weight of a tree is defined as the sum of the weights on all its edges. 

The total number of edges in Minimum Spanning Tree (MST) is V| - 1. where V is the number of vertices. A minimum spanning tree exists if and only if G is connected. For any spanning Tree T, if an edge e that is not in T is added, a cycle is created. The removal of any edge on the cycle reinstates the spanning tree property. 

Prim's Algorithm 
Prim's algorithm is one of the way to compute a minimum spanning tree which uses a greedy technique. This algorithm begins with a set U initialised to {1}. It this grows a spanning tree, one edge at a time. At each step, it finds a shortest edge (u,v) such that the cost of (u, v) is the smallest among all edges, where u is in Minimum Spanning Tree and V is not in Minimum Spanning Tree. 

Connected Graph G and its minimum spanning tree
[image: image266.png]



SKETCH OF PRIM'S ALGORITHM 

void Prim (Graph G) 

{ 

MSTTREE T; 

Vertex u, v; 

Set of vertices V; 

Set of tree vertices U; 

T = NULL; 

/* Initialization of Tree begins with the vertex `1' */ 

U = {1} 

while (U # V) 

{ 

Let (u,v) be a lowest cost such that u is in U and v is in V - U; 

T = T U {(u, v)}; 

U = U U {V}; 

} 

}
ROUTINE FOR PRIMS ALGORITHM 

void Prims (Table T) 

{ 

vertex V, W; 

/* Table initialization */ 

for (i = 0; i < Numvertex ; i++) 

{ 

T[i]. known = False; 

T[i]. Dist = Infinity; 

T[i]. path = 0; 

} 

for (; ;) 

{ 

Let V be the start vertex with the smallest distance 

T[V]. dist = 0; 

T[V]. known = True; 

for each W adjacent to V 

If (! T[W] . Known) 

{ 

T[W].Dist = Min 

(T[W]. Dist, CVW); 

T[W].path = V; 

} 

} 

} 

Prim's algorithm after each stage
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Initial configuration of table used in Prim's algorithm 

v   Known  dv  pv    

--------------------

  v1     0    0   0

  v2     0    [image: image268]   0

  v3     0    [image: image269]   0

  v4     0    [image: image270]   0

  v5     0    [image: image271]   0

  v6     0    [image: image272]   0

  v7     0    [image: image273]   0

The table after v1 is declared known

v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     0    2   v1    

  v3     0    4   v1    

  v4     0    1   v1    

  v5     0       0

  v6     0       0

  v7     0       0

The table after v4 is declared known

v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     0    2   v1    

  v3     0    2   v4    

  v4     1    1   v1    

  v5     0    7   v4    

  v6     0    8   v4    

  v7     0    4   v4    

The table after v2 and then v3 are declared known

 v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     1    2   v1    

  v3     1    2   v4    

  v4     1    1   v1    

  v5     0    7   v4    

  v6     0    5   v3    

  v7     0    4   v4    

The table after v7 is declared known

  v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     1    2   v1    

  v3     1    2   v4    

  v4     1    1   v1    

  v5     0    6   v7    

  v6     0    1   v7    

  v7     1    4   v4    

The table after v6 and v5 are selected (Prim's algorithm terminates)

 v   Known  dv  pv    

--------------------

  v1     1    0   0

  v2     1    2   v1    

  v3     1    2   v4    

  v4     1    1   v1    

  v5     1    6   v7    

  v6     1    1   v7    

  v7     1    4   v4    

Kruskal's Algorithm 
A second greedy strategy is continually to select the edges in order of smallest weight and accept an edge if it does not cause a cycle.
Formally, Kruskal's algorithm maintains a forest -- a collection of trees. Initially, there are |V| single-node trees. Adding an edge merges two trees into one. When the algorithm terminates, there is only one tree, and this is the minimum spanning tree. The algorithm terminates when enough edges are accepted. It turns out to be simple to decide whether edge (u,v) should be accepted or rejected. The invariant we will use is that at any point in the process, two vertices belong to the same set if and only if they are connected in the current spanning forest. Thus, each vertex is initially in its own set. If u and v are in the same set, the edge is rejected, because since they are already connected, adding (u, v) would form a cycle. Otherwise, the edge is accepted, and a union is performed on the two sets containing u and v. It is easy to see that this maintains the set invariant, because once the edge (u, v) is added to the spanning forest, if w was connected to u and x was connected to v, then x and w must now be connected, and thus belong in the same set. 

The edges could be sorted to facilitate the selection, but building a heap in linear time is a much better idea. Then delete_mins give the edges to be tested in order. Typically, only a small fraction of the edges needs to be tested before the algorithm can terminate, although it is always possible that all the edges must be tried. For instance, if there was an extra vertex v8 and edge (v5, v8) of cost 100, all the edges would have to be examined. Procedure kruskal in Figure Because an edge consists of three pieces of data, on some machines it is more efficient to implement the priority queue as an array of pointers to edges, rather than as an array of edges. The effect of this implementation is that, to rearrange the heap, only pointers, not large records, need to be moved. 

Action of Kruskal's algorithm on G

Edge     Weight    Action

----------------------------

  (v1,v4)    1     Accepted

  (v6,v7)    1     Accepted

  (v1,v2)    2     Accepted

  (v3,v4)    2     Accepted

  (v2,v4)    3     Rejected

  (v1,v3)    4     Rejected

  (v4,v7)    4     Accepted

  (v3,v6)    5     Rejected

  (v5,v7)    6     Accepted
Kruskal's algorithm after each stage
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The worst-case running time of this algorithm is O(|E| log |E|), which is dominated by the heap operations. Notice that since |E| = O(|V|2), this running time is actually O(|E| log |V|). In practice, the algorithm is much faster than this time bound would indicate.

Routine for Kruskal's algorithm

void

kruskal( graph G )

{

unsigned int edges_accepted;

DISJ_SET S;

PRIORITY_QUEUE H;

vertex u, v;

set_type u_set, v_set;

edge e;

/*1*/        initialize( S );

/*2*/        read_graph_into_heap_array( G, H );

/*3*/        build_heap( H );

/*4*/        edges_accepted = 0;

/*5*/        while( edges_accepted < NUM_VERTEX-1 )

{

/*6*/             e = delete_min( H );  /* e = (u, v) */

/*7*/             u_set = find( u, S );

/*8*/             v_set = find( v, S );

/*9*/             if( u_set != v_set )

{

/*10*/                 /* accept the edge */

/*11*/                 edges_accepted++;

/*12*/                 set_union( S, u_set, v_set );

}

}

}DEPTH FIRST SEARCH 
Depth first works by selecting one vertex V of G as a start vertex ; V is marked visited. Then each unvisited vertex adjacent to V is searched in turn using depth first search recursively. This process continues until a dead end (i.e) a vertex with no adjacent unvisited vertices is encountered. At a deadend, the algorithm backsup one edge to the vertex it came from and tries to continue visiting unvisited vertices from there. 

The algorithm eventually halts after backing up to the starting vertex, with the latter being a dead end. By then, all the vertices in the same connected component as the starting vertex have been visited. If unvisited vertices still remain, the depth first search must be restarted at any one of them. 

To implement the Depthfirst Search perform the following Steps : 
Step : 1 Choose any node in the graph. Designate it as the search node and mark it as 

visited. 

Step : 2 Using the adjacency matrix of the graph, find a node adjacent to the search node 

that has not been visited yet. Designate this as the new search node and mark it 

as visited. 

Step : 3 Repeat step 2 using the new search node. If no nodes satisfying (2) can be found, 

return to the previous search node and continue from there. 

Step : 4 When a return to the previous search node in (3) is impossible, the search from the 

originally choosen search node is complete. 

Step : 5 If the graph still contains unvisited nodes, choose any node that has not been 

visited and repeat step (1) through (4). 

ROUTINE FOR DEPTH FIRST SEARCH 
Void DFS (Vertex V) 

{ 

visited [V] = True; 

for each W adjacent to V 

if (! visited [W]) 

Dfs (W); 

} 

Adjacency Matrix 
A B C D 

A 0 1 1 1 

B 1 0 0 1 

C 1 0 0 1 

D 1 1 1 0 

Implementation 

1. Let `A' be the source vertex. Mark it to be visited. 

2. Find the immediate adjacent unvisited vertex `B' of `A' Mark it to be visited.

3. From `B' the next adjacent vertex is `d' Mark it has visited. 

4. From `D' the next unvisited vertex is `C' Mark it to be visited. 

Applications of Depth First Search 

1. To check whether the undirected graph is connected or not. 

2. To check whether the connected undirected graph is Bioconnected or not. 

3. To check the a Acyclicity of the directed graph. 

BICONNECTIVITY 
A connected undirected graph is biconnected if there are no vertices whose removal disconnects the rest of the graph. 

Articulation Points 

The vertices whose removal would disconnect the graph are known as articulation points.

The graph is not biconnected, if it has articulation points. 

Depth first search provides a linear time algorithm to find all articulation points in a connected graph. 

Steps to find Articulation Points : 

Step 1 : Perform Depth first search, starting at any vertex 

Step 2 : Number the vertex as they are visited, as Num (v). 

Step 3 : Compute the lowest numbered vertex for every vertex v in the Depth first 

spanning tree, which we call as low (w), that is reachable from v by taking zero 

or more tree edges and then possibly one back edge. By definition, Low(v) is the 

minimum of 

(i) Num (v) 

(ii) The lowest Num (w) among all back edges (v, w) 

(iii) The lowest Low (w) among all tree edges (v, w) 

Step 4 : (i) The root is an articulation if and only if it has more than two children. 

(ii) Any vertex v other than root is an articulation point if and only if v has same 

child w such that Low (w) Num (v), The time taken to compute this 

algorithm an a graph is [image: image275]. 

Note 
For any edge (v, w) we can tell whether it is a tree edge or back edge merely by checking Num (v) and Num (w). 

If Num (w) > Num (v) then the edge (v, w) is a back edge.

ROUTINE TO COMPUTE LOW AND TEST FOR ARTICULATION POINTS 

void AssignLow (Vertex V) 

{ 

Vertex W; 

Low [V] = Num [V]; /* Rule 1 */ 

for each W adjacent to V 

{ 

If (Num [W] > Num [V]) /* forward edge */ 

{ 

Assign Low (W); 

If (Low [W]> = Num [V]) 

Printf ("% V is an articulation pt \n", V); 

Low[V] = Min (Low [V], Low[V]); /* Rule 3*/ 

} 

Else 

If (parent [V] ! = W) /* Back edge */ 

Low [V] = Min (Low [V], Num [W])); /* Rule 2*/ 

} 

}

EULER CIRCUITS
Testing for articulation points in one depth-first search
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Three drawings

The first figure can be drawn only if the starting point is the lower left- or right-hand corner, and it is not possible to finish at the starting point. The second figure is easily drawn with the finishing point the same as the starting point, but the third figure cannot be drawn at all within the parameters of the puzzle.

After this conversion is performed, we must find a path in the graph that visits every edge exactly once. If we are to solve the "extra challenge," then we must find a cycle that visits every edge exactly once. This graph problem was solved in 1736 by Euler and marked the beginning of graph theory. The problem is thus commonly referred to as an Euler path (sometimes Euler tour) or Euler circuit problem, depending on the specific problem statement. The Euler tour and Euler circuit problems, though slightly different, have the same basic solution. Thus, we will consider the Euler circuit problem in this section. 

The first observation that can be made is that an Euler circuit, which must end on its starting vertex, is possible only if the graph is connected and each vertex has an even degree (number of edges). This is because, on the Euler circuit, a vertex is entered and then left. If any vertex v has odd degree, then eventually we will reach the point where only one edge into v is unvisited, and taking it will strand us at v. If exactly two vertices have odd degree, an Euler tour, which must visit every edge but need not return to its starting vertex, is still possible if we start at one of the odd-degree vertices and finish at the other. If more than two vertices have odd degree, then an Euler tour is not possible. 

The observations of the preceding paragraph provide us with a necessary condition for the existence of an Euler circuit. It does not, however, tell us that all connected graphs that satisfy this property must have an Euler circuit, nor does it give us guidance on how to find one. It turns out that the necessary condition is also sufficient. That is, any connected graph, all of whose vertices have even degree, must have an Euler circuit. Furthermore, a circuit can be found in linear time. 

We can assume that we know that an Euler circuit exists, since we can test the necessary and sufficient condition in linear time. Then the basic algorithm is to perform a depth-first search. There is a surprisingly large number of "obvious" solutions that do not work. Some of these are presented in the exercises. 

The main problem is that we might visit a portion of the graph and return to the starting point prematurely. If all the edges coming out of the start vertex have been used up, then part of the graph is untraversed. The easiest way to fix this is to find the first vertex on this path that has an untraversed edge, and perform another depth-first search. This will give another circuit, which can be spliced into the original. This is continued until all edges have been traversed.

Conversion of puzzle to graph
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As an example, consider the graph .It is easily seen that this graph has an Euler circuit. Suppose we start at vertex 5, and traverse the circuit 5, 4, 10, 5. Then we are stuck, and most of the graph is still untraversed. We then continue from vertex 4, which still has unexplored edges. A depth-first search might come up with the path 4, 1, 3, 7, 4, 11, 10, 7, 9, 3, 4. If we splice this path into the previous path of 5, 4, 10, 5, then we get a new path of 5, 4, 1, 3, 7 ,4, 11, 10, 7, 9, 3, 4, 10, 5.  Notice that in this graph all the vertices must have even degree, so we are guaranteed to find a cycle to add. The remaining graph might not be connected, but this is not important. The next vertex on the path that has untraversed edges is vertex 3. A possible circuit would then be 3, 2, 8, 9, 6, 3. When spliced in, this gives the path 5, 4, 1, 3, 2, 8, 9, 6, 3, 7, 4, 11, 10, 7, 9, 3, 4, 10, 5.

Graph for Euler circuit problem
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Graph remaining after 5, 4, 10, 5
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Graph after the path 5, 4, 1, 3, 7, 4, 11, 10, 7, 9, 3, 4, 10, 5
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On this path, the next vertex with an untraversed edge is 9, and the algorithm finds the circuit 9, 12, 10, 9. When this is added to the current path, a circuit of 5, 4, 1, 3, 2, 8, 9, 12, 10, 9, 6, 3, 7, 4, 11, 10, 7, 9, 3, 4, 10, 5 is obtained. As all the edges are traversed, the algorithm terminates with an Euler circuit. 

To make this algorithm efficient, we must use appropriate data structures. We will sketch some of the ideas, leaving the implementation as an exercise. To make splicing simple, the path should be maintained as a linked list. To avoid repetitious scanning of adjacency lists, we must maintain, for each adjacency list, a pointer to the last edge scanned. When a path is spliced in, the search for a new vertex from which to perform the next dfs must begin at the start of the splice point. This guarantees that the total work performed on the vertex search phase is O(|E|) during the entire life of the algorithm. With the appropriate data structures, the running time of the algorithm is O(|E| + |V|)
UNIT – V ALGORITHM DESIGN ANALYSIS 

INTRODUCTION TO ALGORITHM DESIGN TECHNIQUES: 
GREEDY ALGORITHMS
Greedy algorithms work in phases. In each phase, a decision is made that appears to be good, without regard for future consequences. Generally, this means that some local optimum is chosen. This "take what you can get now" strategy is the source of the name for this class of algorithms. When the algorithm terminates, we hope that the local optimum is equal to the global optimum. If this is the case, then the algorithm is correct; otherwise, the algorithm has produced a suboptimal solution. If the absolute best answer is not required, then simple greedy algorithms are sometimes used to generate approximate answers, rather than using the more complicated algorithms generally required to generate an exact answer. 

There are several real-life examples of greedy algorithms. The most obvious is the coin-changing problem. To make change in U.S. currency, we repeatedly dispense the largest denomination. Thus, to give out seventeen dollars and sixty-one cents in change, we give out a ten-dollar bill, a five-dollar bill, two one-dollar bills, two quarters, one dime, and one penny. By doing this, we are guaranteed to minimize the number of bills and coins. This algorithm does not work in all monetary systems, but fortunately, we can prove that it does work in the American monetary system. Indeed, it works even if two-dollar bills and fifty-cent pieces are allowed. 

Traffic problems provide an example where making locally optimal choices does not always work. For example, during certain rush hour times in Miami, it is best to stay off the prime streets even if they look empty, because traffic will come to a standstill a mile down the road, and you will be stuck. Even more shocking, it is better in some cases to make a temporary detour in the direction opposite your destination in order to avoid all traffic bottlenecks.

A Simple Scheduling Problem

We are given jobs j1, j2, . . . , jn, all with known running times t1, t2, . . . , tn, respectively. We have a single processor. What is the best way to schedule these jobs in order to minimize the average completion time? In this entire section, we will assume nonpreemptive scheduling: Once a job is started, it must run to completion. 

As an example, suppose we have the four jobs and associated running times. One possible schedule is shown below. Because j1 finishes in 15 (time units), j2 in 23, j3 in 26, and j4 in 36, the average completion time is 25. A better schedule, which yields a mean completion time of 17.75, is shown in Figure 10.3. 

The schedule is arranged by shortest job first. We can show that this will always yield an optimal schedule. Let the jobs in the schedule be ji1, ji2, . . . , jin. The first job finishes in time ti1. The second job finishes after ti1 + ti2, and the third job finishes after ti1 + ti2 + ti3. From this, we see that the total cost, C, of the schedule is
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Jobs and times

Job  Time

---------

 j1    15    

 j2     8    

 j3     3    

 j4    10    

Schedule #1
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Schedule #2 (optimal)
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the first sum is independent of the job ordering, so only the second sum affects the total cost. Suppose that in an ordering there exists some x > y such that tix < tiy. Then a calculation shows that by swapping jix and jiy, the second sum increases, decreasing the total cost. Thus, any schedule of jobs in which the times are not monotonically nonincreasing must be suboptimal. The only schedules left are those in which the jobs are arranged by smallest running time first, breaking ties arbitrarily. 

This result indicates the reason the operating system scheduler generally gives precedence to shorter jobs.

Huffman's Algorithm

Throughout this section we will assume that the number of characters is C. Huffman's algorithm can be described as follows: We maintain a forest of trees. The weight of a tree is equal to the sum of the frequencies of its leaves. C - 1 times, select the two trees, T1 and T2, of smallest weight, breaking ties arbitrarily, and form a new tree with subtrees Tl and T2. At the beginning of the algorithm, there are C single-node trees-one for each character. At the end of the algorithm there is one tree, and this is the optimal Huffman coding tree. 

A worked example will make the operation of the algorithm clear. shows the initial forest; the weight of each tree is shown in small type at the root. The two trees of lowest weight are merged together, creating the forest shown .We will name the new root T1, so that future merges can be stated unambiguously. We have made s the left child arbitrarily; any tiebreaking procedure can be used. The total weight of the new tree is just the sum of the weights of the old trees, and can thus be easily computed. It is also a simple matter to create the new tree, since we merely need to get a new node, set the left and right pointers, and record the weight.

Initial stage of Huffman's algorithm
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Huffman's algorithm after the first merge
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Huffman's algorithm after the second merge
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Huffman's algorithm after the third merge
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Huffman's algorithm after the fourth merge
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Huffman's algorithm after the fifth merge
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Huffman's algorithm after the final merge
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Approximate Bin Packing
These algorithms will run quickly but will not necessarily produce optimal solutions. We will prove, however, that the solutions that are produced are not too far from optimal. 

We are given n items of sizes s1, s2, . . . , sn. All sizes satisfy 0 < si [image: image292]1. The problem is to pack these items in the fewest number of bins, given that each bin has unit capacity. As an example, Figure 10.20 shows an optimal packing for an item list with sizes 0.2, 0.5, 0.4, 0.7, 0.1, 0.3, 0.8.

Optimal packing for 0.2, 0.5, 0.4, 0.7, 0.1, 0.3, 0.8
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There are two versions of the bin packing problem. The first version is on-line bin packing. In this version, each item must be placed in a bin before the next item can be processed. The second version is the off-line bin packing problem. In an off-line algorithm, we do not need to do anything until all the input has been read.

DIVIDE AND CONQUER

Divide and conquer algorithms consist of two parts: 

Divide: Smaller problems are solved recursively (except, of course, base cases). 

Conquer: The solution to the original problem is then formed from the solutions to the subproblems.

Running Time of Divide and Conquer Algorithms

All the efficient divide and conquer algorithms we will see divide the problems into subproblems, each of which is some fraction of the original problem, and then perform some additional work to compute the final answer. As an example, we have seen that mergesort operates on two problems, each of which is half the size of the original, and then uses O(n) additional work. This yields the running time equation (with appropriate initial conditions) 

T(n) = 2T(n/2) + O(n)

Closest-Points Problem

The input to our first problem is a list P of points in a plane. If pl = (x1, y1) and p2 = (x2, y2), then the Euclidean distance between pl and p2 is [(x1 - x2)2 + (yl - y2)2]l/2. We are required to find the closest pair of points. It is possible that two points have the same position; in that case that pair is the closest, with distance zero. 

If there are n points, then there are n (n - 1)/2 pairs of distances. We can check all of these, obtaining a very short program, but at the expense of an O(n2) algorithm. Since this approach is just an exhaustive search, we should expect to do better. 

Let us assume that the points have been sorted by x coordinate. At worst, this adds O(n log n) to the final time bound. Since we will show an O(n log n) bound for the entire algorithm, this sort is essentially free, from a complexity standpoint. 

Figure 10.29 shows a small sample point set P. Since the points are sorted by x coordinate, we can draw an imaginary vertical line that partitions the points set into two halves, Pl and Pr. This is certainly simple to do. Now we have almost exactly the same situation as we saw in the maximum subsequence sum problem in Section 2.4.3. Either the closest points are both in Pl, or they are both in Pr, or one is in Pl and the other is in Pr. Let us call these distances dl, dr, and dc. Figure 10.30 shows the partition of the point set and these three distances. 

We can compute dl and dr recursively. The problem, then, is to compute dc. Since we would like an O(n log n) solution, we must be able to compute dc with only O(n) additional work. We have already seen that if a procedure consists of two half-sized recursive calls and O(n) additional work, then the total time will be O(n log n). 

Let [image: image294]= min(dl, dr). The first observation is that we only need to compute dc if dc improves on [image: image295]. If dc is such a distance, then the two points that define dc must be within [image: image296]of the dividing line; we will refer to this area as a strip. As shown in Figure 10.31, this observation limits the number of points that need to be considered (in our case, [image: image297]= dr). 

There are two strategies that can be tried to compute dc. For large point sets that are uniformly distributed, the number of points that are expected to be in the strip is very small. Indeed, it is easy to argue that only [image: image298]points are in the strip on average. Thus, we could perform a brute force calculation on these points in O(n) time. The pseudocode in Figure 10.32 implements this strategy, assuming the C convention that the points are indexed starting at 0.

/* Points are all in the strip */

for( i=0; i<NUM_POINTS_IN_STRIP; i++ )

for( j=i+1; j<NUM_POINTS_IN_STRIP; j++ )

if( dist( pi,pj ) < [image: image299])

[image: image300] = dist( pi,pj );

Figure 10.32 Brute force calculation of min([image: image301], dc)

/* Points are all in the strip and sorted by y coordinate */

for( i=0; i<NUM_POINTS_IN_STRIP; i++ )

for( j=i+1; j<NUM_POINTS_IN_STRIP; j++ )

if ( pi and pj 's coordinates differ by more than [image: image302] )

break;     /* goto next pi */

else

if( dist( pi, pj) < [image: image303])

[image: image304] = dist( pi, pj);

Figure 10.33 Refined calculation of min([image: image305], dc)

In the worst case, all the points could be in the strip, so this strategy does not always work in linear time. We can improve this algorithm with the following observation: The y coordinates of the two points that define dc can differ by at most [image: image306]. Otherwise, dc > [image: image307]. Suppose that the points in the strip are sorted by their y coordinates. Therefore, if pi and pj's y coordinates differ by more than [image: image308], then we can proceed to pi + l.

The Selection Problem

The selection problem requires us to find the kth smallest element in a list S of n elements. Of particular interest is the special case of finding the median. This occurs when k = n/2.

The basic pivot selection algorithm is as follows: 

1. Arrange the n elements into n/5 groups of 5 elements, ignoring the (at most four) extra elements. 

2. Find the median of each group. This gives a list M of n/5 medians. 

3. Find the median of M. Return this as the pivot, v. 

We will use the term median-of-median-of-five partitioning to describe the quickselect algorithm that uses the pivot selection rule given above. We will now show that median-of-median-of-five partitioning guarantees that each recursive subproblem is at most roughly 70 percent as large as the original. We will also show that the pivot can be computed quickly enough to guarantee an O (n) running time for the entire selection algorithm. 

Let us assume for the moment that n is divisible by 5, so there are no extra elements. Suppose also that n/5 is odd, so that the set M contains an odd number of elements. This provides some symmetry, as we shall see. We are thus assuming, for convenience, that n is of the form 10k + 5. We will also assume that all the elements are distinct. The actual algorithm must make sure to handle the case where this is not true. Figure 10.36 shows how the pivot might be chosen when n = 45. 

In Figure 10.36, v represents the element which is selected by the algorithm as pivot. Since v is the median of nine elements, and we are assuming that all elements are distinct, there must be four medians that are larger than v and four that are smaller. We denote these by L and S, respectively. Consider a group of five elements with a large median (type L). The median of the group is smaller than two elements in the group and larger than two elements in the group. We will let H represent the huge elements. These are elements that are known to be larger than a large median. Similarly, T represents the tiny elements, which are smaller than a small median. There are 10 elements of type H: Two are in each of the groups with an L type median, and two elements are in the same group as v. Similarly, there are 10 elements of type T.

Figure 10.36 How the pivot is chosen

[image: image309.png]Sorted groups of five elements
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Elements of type L or H are guaranteed to be larger than v, and elements of type S or T are guaranteed to be smaller than v. There are thus guaranteed to be 14 large and 14 small elements in our problem. Therefore, a recursive call could be on at most 45 - 14 - 1 = 30 elements. 

Let us extend this analysis to general n of the form 10k + 5. In this case, there are k elements of type L and k elements of type S . There are 2k + 2 elements of type H, and also 2k + 2 elements of type T. Thus, there are 3k + 2 elements that are guaranteed to be larger than v and 3k + 2 elements that are guaranteed to be smaller. Thus, in this case, the recursive call can contain at most 7k + 2 < 0.7n elements. If n is not of the form 10k + 5, similar arguments can be made without affecting the basic result

DYNAMIC PROGRAMMING
Any recursive mathematical formula could be directly translated to a recursive algorithm, but the underlying reality is that often the compiler will not do justice to the recursive algorithm, and an inefficient program results. When we suspect that this is likely to be the case, we must provide a little more help to the compiler, by rewriting the recursive algorithm as a nonrecursive algorithm that systematically records the answers to the subproblems in a table. One technique that makes use of this approach is known as dynamic programming.

/* Compute Fibonacci numbers as described in Chapter 1 */

unsigned int

fib( unsigned int n )

{

if( n <= 1 )

return 1;

else

return( fib( n-1 ) + fib( n-2 ) );

}

Figure 10.40 Inefficient algorithm to compute Fibonacci numbers

unsigned int

fibonacci( unsigned int n )

{

unsigned int i, last, next_to_last, answer;

if( n <= 1 )

return 1;

last = next_to_last = 1;

for( i = 2; i <= n; i++ )

{

answer = last + next_to_last;

next_to_last = last;

last = answer;

}

return answer;

}

Figure 10.41 Linear algorithm to compute Fibonacci numbers

/* Compute optimal ordering of matrix multiplication */

/* c contains number of columns for each of the n matrices */

/* c[0] is the number of rows in matrix 1 */

/* Minimum number of multiplications is left in M[1][n] */

/* Actual ordering can be computed via */

/* another procedure using last_change */

/* M and last_change are indexed starting at 1, instead of zero */

void

opt_matrix( int c[], unsigned int n, two_d_array M,

two_d_array last_change)

{

int i, k, Left, Right, this_M;

for( Left = 1; Left <= n; Left++ )

M[Left][Left] = 0;

for( k = 1; k < n; k++) /* k is Right-Left */

for( Left = 1; Left <= n-k; Left++ )

{   /* for each position */

Right = Left + k;

M[Left][Right] = INT_MAX;

for( i = Left; i < Right; i++ )

{

this_M = M[Left][i] + M[i+1][Right]

+ c[Left-1] * c[i] * c[Right];

if( this_M < M[Left][Right] ) /* Update min */

{

M[Left][Right] = this_M;

last_change[Left][Right] = i;

}

}

}

}

Figure 10.46 Program to find optimal ordering of Matrix Multiplications

Optimal Binary Search Tree

Our second dynamic programming example considers the following input: We are given a list of words, w1, w2,..., wn, and fixed probabilities p1, p2, . . . , pn of their occurrence. The problem is to arrange these words in a binary search tree in a way that minimizes the expected total access time. In a binary search tree, the number of comparisons needed to access an element at depth d is d + 1, so if wi is placed at depth di, then we want to minimize [image: image310].

A dynamic programming solution follows from two observations. Once again, suppose we are trying to place the (sorted) words wLeft, wLeft+1, . . . , wRight-1, wRight into a binary search tree. Suppose the optimal binary search tree has wi as the root, where Left [image: image311]i [image: image312]Right. Then the left subtree must contain wLeft, . . . ,wi-1, and the right subtree must contain wi+1 . . . ,wRight (by the binary search tree property). Further, both of these subtrees must also be optimal, since otherwise they could be replaced by optimal subtrees, which would give a better solution for wLeft . . . , wRight. Thus, we can write a formula for the cost CLeft,Right of an optimal binary search tree. Figure 10.50 may be helpful. 

If Left > Right, then the cost of the tree is 0; this is the NULL case, which we always have for binary search trees. Otherwise, the root costs pi. The left subtree has a cost of CLeft,i-1, relative to its root, and the right subtree has a cost of Ci+l,Right relative to its root.

BACKTRACKING

In many cases, a backtracking algorithm amounts to a clever implementation of exhaustive search, with generally unfavorable performance. This is not always the case, however, and even so, in some cases, the savings over a brute force exhaustive search can be significant. Performance is, of course, relative: An O(n2) algorithm for sorting is pretty bad, but an O(n5) algorithm for the traveling salesman (or any NP-complete) problem would be a landmark result. 

A practical example of a backtracking algorithm is the problem of arranging furniture in a new house. There are many possibilities to try, but typically only a few are actually considered. Starting with no arrangement, each piece of furniture is placed in some part of the room. If all the furniture is placed and the owner is happy, then the algorithm terminates. If we reach a point where all subsequent placement of furniture is undesirable, we have to undo the last step and try an alternative. Of course, this might force another undo, and so forth. If we find that we undo all possible first steps, then there is no placement of furniture that is satisfactory. Otherwise, we eventually terminate with a satisfactory arrangement. Notice that although this algorithm is essentially brute force, it does not try all possibilities directly. For instance, arrangements that consider placing the sofa in the kitchen are never tried. Many other bad arrangements are discarded early, because an undesirable subset of the arrangement is detected. The elimination of a large group of possibilities in one step is known as pruning.

The Turnpike Reconstruction Problem

Suppose we are given n points, p1, p2, . . . , pn, located on the x-axis. xi is the x coordinate of pi. Let us further assume that x1 = 0 and the points are given from left to right. These n points determine n(n - 1)/2 (not necessarily unique) distances d1, d2, . . . , dn between every pair of points of the form | xi - xj | (i [image: image313]j ). It is clear that if we are given the set of points, it is easy to construct the set of distances in O(n2) time. This set will not be sorted, but if we are willing to settle for an O(n2 log n) time bound, the distances can be sorted, too. The turnpike reconstruction problem is to reconstruct a point set from the distances. This finds applications in physics and molecular biology (see the references for pointers to more specific information). The name derives from the analogy of points to turnpike exits on East Coast highways. Just as factoring seems harder than multiplication, the reconstruction problem seems harder than the construction problem. Nobody has been able to give an algorithm that is guaranteed to work in polynomial time. The algorithm that we will present seems to run in O(n2log n); no counterexample to this conjecture is known, but it is still just that - a conjecture. 

enum test_result { PROBABLY_PRIME, DEFINITELY_COMPOSITE };

typedef enum test_result test_result;

/* Compute result = ap mod n. */

/* If at any point x2 [image: image314] 1(mod n) is detected with x [image: image315] 1, x [image: image316] n - 1, */

/* then set what_n_is to DEFINITELY_COMPOSITE */

/* We are assuming very large integers, so this is pseudocode. */

void

power( unsigned int a, unsigned int p, unsigned int n,

unsigned int *result, test_result *what_n_is )

{

unsigned int x;

/*1*/       if( p = 0 )         /* Base case */

/*2*/            *result = 1;

else

{

/*3*/            power( a, p/2, n, &x, what_n_is );

/*4*/            *result = (x * x) % n;

/* Check whether x2 [image: image317] 1(mod n), x [image: image318] 1, x [image: image319] n - 1 */

/*5*/            if( (*result = 1) && (x != 1) && (x != n-1) )

/*6*/                 *what_n_is = DEFINITELY_COMPOSITE;

/* If p is odd, we need one more a */

/*7*/            if( (p % 2) = 1 )

/*8*/                 *result = (*result * a) % n;

}

}

/* test_prime: Test whether n [image: image320] 3 is prime using one value of a */

/* repeat this procedure as many times as needed */

/* for desired error rate */

test_result

test_prime( unsigned int n )

{

unsigned int a, result;

test_result what_n_is;

/*9*/       a = rand_int( 2, n-2 ); /* choose a randomly from 2..n-2 */

/*10*/      what_n_is = PROBABLY_PRIME;

/* Compute an-1 mod n */

/*11*/      power( a, n-1, n, &result, &what_n_is );

/*12*/      if( ( result != 1) | | (what_n_is = DEFINITELY_COMPOSITE) )

/*13*/           return DEFINITELY_COMPOSITE;

else

/*14*/           return PROBABLY_PRIME;

}

Figure 10.62 A probabilistic primality testing algorithm

Of course, given one solution to the problem, an infinite number of others can be constructed by adding an offset to all the points. This is why we insist that the first point is anchored at 0 and that the point set that constitutes a solution is output in nondecreasing order. 

Let D be the set of distances, and assume that | D | = m = n(n - 1)/2. As an example, suppose that 

D = {1, 2, 2, 2, 3, 3, 3, 4, 5, 5, 5, 6, 7, 8, 10}

Since | D | = 15, we know that n = 6. We start the algorithm by setting x1 = 0. Clearly, x6 = 10, since 10 is the largest element in D. We remove 10 from D. The points that we have placed and the remaining distances are as shown in the following figure.

[image: image321.png]={1,2,2,2,3,3,3,4,5,5,

5,678}

x6 =10
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Decision tree for the worked turnpike reconstruction example

int

turnpike(int x [], dist_set D , unsigned int n)

{

/*1*/       x[1] = 0;

/*2*/       x[n ] = delete_max(D );

/*3*/       x[n - 1] = delete_max(D );

/*4*/       if(x[n ]-x[n - 1] [image: image323] D )

{

/*5*/             delete( x[n ]-x[n - 1],D );

/*6*/             return place( x, D, n, 2,n - 2); }

else

/*7*/             return FALSE;

}

Figure 10.64 Turnpike reconstruction algorithm: driver routine (pseudocode)

The pseudocode to implement this algorithm is mostly straightforward. The driving routine, turnpike, is shown in Figure 10.64. It receives the point array x (which need not be initialized), the distance array D, and n.* If a solution is discovered, then TRUE will be returned, the answer will be placed in x, and D will be empty. Otherwise, FALSE will be returned, x will be undefined, and the distance array D will be untouched. The routine sets x1, xn-1, and xn, as described above, alters D, and calls the backtracking algorithm place to place the other points. We presume that a check has already been made to ensure that | D | = n(n -1)/2. 

*We have used one-letter variable names, which is generally poor style, for consistency with the worked example. We also, for simplicity, do not give the type of variables. 

The more difficult part is the backtracking algorithm, which is shown in Figure 10.65. Like most backtracking algorithms, the most convenient implementation is recursive. We pass the same arguments plus the boundaries Left and Right; xLeft, . . . , xRight are the x coordinates of points that we are trying to place. If D is empty (or Left > Right ), then a solution has been found, and we can return. Otherwise, we first try to place xRight = Dmax. If all the appropriate distances are present (in the correct quantity), then we tentatively place this point, remove these distances, and try to fill from Left to Right- 1. If the distances are not present, or the attempt to fill Left to Right- 1 fails, then we try setting xLeft = xn - dmax, using a similar strategy. If this does not work, then there is no solution; otherwise a solution has been found, and this information is eventually passed back to turnpike by the return statement and x array. 

The analysis of the algorithm involves two factors. Suppose lines 9 through 11 and 18 through 20 are never executed. We can maintain D as a balanced binary search (or splay) tree (this would require a code modification, of course). If we never backtrack, there are at most O(n2) operations involving D, such as deletion and the finds implied at lines 4 and 12 to 13. This claim is obvious for deletions, since D has O(n2) elements and no element is ever reinserted. Each call to place uses at most 2n finds, and since place never backtracks in this analysis, there can be at most 2n2 finds. Thus, if there is no backtracking, the running time is O(n2 log n). 

Of course, backtracking happens, and if it happens repeatedly, then the performance of the algorithm is affected. No polynomial bound on the amount of backtracking is known, but on the other hand, there are no pathological examples that show that backtracking must occur more than O(1) times. Thus, it is entirely possible that this algorithm is O(n2 log n). Experiments have shown that if the points have integer coordinates distributed uniformly and randomly from [0, Dmax], where Dmax = (n2), then, almost certainly, at most one backtrack is performed during the entire algorithm.

BRANCH AND BOUND

Branch and bound (BB) is a general algorithm for finding optimal solutions of various optimization problems, especially in discrete and combinatorial optimization. It consists of a systematic enumeration of all candidate solutions, where large subsets of fruitless candidates are discarded en masse, by using upper and lower estimated bounds of the quantity being optimized.

The method was first proposed by A. H. Land and A. G. Doig in 1960 for linear programming.

For definiteness, we assume that the goal is to find the minimum value of a function f(x), where x ranges over some set S of admissible or candidate solutions (the search space or feasible region). Note that one can find the maximum value of f(x) by finding the minimum of g(x) = − f(x). (For example, S could be the set of all possible trip schedules for a bus fleet, and f(x) could be the expected revenue for schedule x.)

A branch-and-bound procedure requires two tools. The first one is a splitting procedure that, given a set S of candidates, returns two or more smaller sets whose union covers S. Note that the minimum of f(x) over S is , where each vi is the minimum of f(x) within Si. This step is called branching, since its recursive application defines a tree structure (the search tree) whose nodes are the subsets of S.

Another tool is a procedure that computes upper and lower bounds for the minimum value of f(x) within a given subset S. This step is called bounding.

The key idea of the BB algorithm is: if the lower bound for some tree node (set of candidates) A is greater than the upper bound for some other node B, then A may be safely discarded from the search. This step is called pruning, and is usually implemented by maintaining a global variable m (shared among all nodes of the tree) that records the minimum upper bound seen among all subregions examined so far. Any node whose lower bound is greater than m can be discarded.

The recursion stops when the current candidate set S is reduced to a single element; or also when the upper bound for set S matches the lower bound. Either way, any element of S will be a minimum of the function within S.

Effective subdivision
The efficiency of the method depends strongly on the node-splitting procedure and on the upper and lower bound estimators. All other things being equal, it is best to choose a splitting method that provides non-overlapping subsets.

Ideally the procedure stops when all nodes of the search tree are either pruned or solved. At that point, all non-pruned subregions will have their upper and lower bounds equal to the global minimum of the function. In practice the procedure is often terminated after a given time; at that point, the minimum lower bound and the minimum upper bound, among all non-pruned sections, define a range of values that contains the global minimum. Alternatively, within an overriding time constraint, the algorithm may be terminated when some error criterion, such as (max - min)/(min + max), falls below a specified value.

The efficiency of the method depends critically on the effectiveness of the branching and bounding algorithms used; bad choices could lead to repeated branching, without any pruning, until the sub-regions become very small. In that case the method would be reduced to an exhaustive enumeration of the domain, which is often impractically large. There is no universal bounding algorithm that works for all problems, and there is little hope that one will ever be found; therefore the general paradigm needs to be implemented separately for each application, with branching and bounding algorithms that are specially designed for it.

Branch and bound methods may be classified according to the bounding methods and according to the ways of creating/inspecting the search tree nodes.

The branch-and-bound design strategy is very similar to backtracking in that a state space tree is used to solve a problem. The differences are that the branch-and-bound method (1) does not limit us to any particular way of traversing the tree and (2) is used only for optimization problems.

Applications
This approach is used for a number of NP-hard problems, such as

· Knapsack problem 

· Integer programming 

· Nonlinear programming 

· Traveling salesman problem (TSP) 

· Quadratic assignment problem (QAP) 

· Maximum satisfiability problem (MAX-SAT) 

· Nearest neighbor search (NNS) 

· Cutting stock problem 

· False noise analysis (FNA) 

Branch-and-bound may also be a base of various heuristics. For example, one may wish to stop branching when the gap between the upper and lower bounds becomes smaller than a certain threshold. This is used when the solution is "good enough for practical purposes" and can greatly reduce the computations required. This type of solution is particularly applicable when the cost function used is noisy or is the result of statistical estimates and so is not known precisely but rather only known to lie within a range of values with a specific probability. An example of its application here is in biology when performing cladistic analysis to evaluate evolutionary relationships between organisms, where the data sets are often impractically large without heuristics.

For this reason, branch-and-bound techniques are often used in game tree search algorithms, most notably through the use of alpha-beta pruning.

RANDOMIZED ALGORITHMS

Suppose you are a professor who is giving weekly programming assignments. You want to make sure that the students are doing their own programs or, at the very least, understand the code they are submitting. One solution is to give a quiz on the day that each program is due. On the other hand, these quizzes take time out of class, so it might only be practical to do this for roughly half of the programs. Your problem is to decide when to give the quizzes. 

Of course, if the quizzes are announced in advance, that could be interpreted as an implicit license to cheat for the 50 percent of the programs that will not get a quiz. One could adopt the unannounced strategy of giving quizzes on alternate programs, but students would figure out the strategy before too long. Another possibility is to give quizzes on what seems like the important programs, but this would likely lead to similar quiz patterns from semester to semester. Student grapevines being what they are, this strategy would probably be worthless after a semester. 

One method that seems to eliminate these problems is to use a coin. A quiz is made for every program (making quizzes is not nearly as time-consuming as grading them), and at the start of class, the professor will flip a coin to decide whether the quiz is to be given. This way, it is impossible to know before class whether or not the quiz will occur, and these patterns do not repeat from semester to semester. Thus, the students will have to expect that a quiz will occur with 50 percent probability, regardless of previous quiz patterns. The disadvantage is that it is possible that there is no quiz for an entire semester. This is not a likely occurrence, unless the coin is suspect. Each semester, the expected number of quizzes is half the number of programs, and with high probability, the number of quizzes will not deviate much from this. 

This example illustrates what we call randomized algorithms. At least once during the algorithm, a random number is used to make a decision. The running time of the algorithm depends not only on the particular input, but also on the random numbers that occur. 

The worst-case running time of a randomized algorithm is almost always the same as the worst-case running time of the nonrandomized algorithm. The important difference is that a good randomized algorithm has no bad inputs, but only bad random numbers (relative to the particular input). This may seem like only a philosophical difference, but actually it is quite important, as the following example shows. 

Consider two variants of quicksort. Variant A uses the first element as pivot, while variant B uses a randomly chosen element as pivot. In both cases, the worst-case running time is O(n2), because it is possible at each step that the largest element is chosen as pivot. The difference between these worst cases is that there is a particular input that can always be presented to variant A to cause the bad running time. Variant A will run in O(n2) time every single time it is given an already sorted list. If variant B is presented with the same input twice, it will have two different running times, depending on what random numbers occur. 
Throughout the text, in our calculations of running times, we have assumed that all inputs are equally likely. This is not true, because nearly sorted input, for instance, occurs much more often than is statistically expected, and this causes problems, particularly for quicksort and binary search trees. By using a randomized algorithm, the particular input is no longer important. The random numbers are important, and we can get an expected running time, where we now average over all possible random numbers instead of over all possible inputs. Using quicksort with a random pivot gives an O(n log n)-expected-time algorithm. This means that for any input, including already-sorted input, the running time is expected to be O(n log n), based on the statistics of random numbers. An expected running time bound is somewhat stronger than an average-case bound but, of course, is weaker than the corresponding worst-case bound. On the other hand, as we saw in the selection problem, solutions that obtain the worst-case bound are frequently not as practical as their average-case counterparts. Randomized algorithms usually are. 

In this section we will examine two uses of randomization. First, we will see a novel scheme for supporting the binary search tree operations in O(log n) expected time. Once again, this means that there are no bad inputs, just bad random numbers. From a theoretical point of view, this is not terribly exciting, since balanced search trees achieve this bound in the worst case. Nevertheless, the use of randomization leads to relatively simple algorithms for searching, inserting, and especially deleting. 

Our second application is a randomized algorithm to test the primality of large numbers. No efficient polynomial-time nonrandomized algorithms are known for this problem. The algorithm we present runs quickly but occasionally makes an error. The probability of error can, however, be made negligibly small. 

Random Number Generators

Since our algorithms require random numbers, we must have a method to generate them. Actually, true randomness is virtually impossible to do on a computer, since these numbers will depend on the algorithm, and thus cannot possibly be random. Generally, it suffices to produce pseudorandom numbers, which are numbers that appear to be random. Random numbers have many known statistical properties; pseudorandom numbers satisfy most of these properties. Surprisingly, this too is much easier said than done. 

Suppose we only need to flip a coin; thus, we must generate a 0 or 1 randomly. One way to do this is to examine the system clock. The clock might record time as an integer that counts the number of seconds since January 1, 1970.* We could then use the lowest bit. The problem is that this does not work well if a sequence of random numbers is needed. One second is a long time, and the clock might not change at all while the program is running. Even if the time were recorded in units of microseconds, if the program were running by itself the sequence of numbers that would be generated would be far from random, since the time between calls to the generator would be essentially identical on every program invocation. We see, then, that what is really needed is a sequence of random numbers.ç These numbers should appear independent. If a coin is flipped and heads appears, the next coin flip should still be equally likely to come up heads or tails. 
*UNIX does this. 

çWe will use random in place of pseudorandom in the rest of this section. 

The standard method to generate random numbers is the linear congruential generator, which was first described by Lehmer in 1951. Numbers x1, x2, . . . are generated satisfying 

xi + 1 = axi mod m.

To start the sequence, some value of x0 must be given. This value is known as the seed. If x0 = 0, then the sequence is far from random, but if a and m are correctly chosen, then any other 1 [image: image324]x0 < m is equally valid. If m is prime, then xi is never 0. As an example, if m = 11, a = 7, and x0 = 1, then the numbers generated are 

7, 5, 2, 3, 10, 4, 6, 9, 8, 1, 7, 5, 2, . . .

Notice that after m - 1 = 10 numbers, the sequence repeats. Thus, this sequence has a period of m -1, which is as large as possible (by the pigeonhole principle). If m is prime, there are always choices of a that give a full period of m - 1. Some choices of a do not; if a = 5 and x0 = 1, the sequence has a short period of 5. 

5, 3, 4, 9, 1, 5, 3, 4, . . .

Obviously, if m is chosen to be a large, 31-bit prime, the period should be significantly large for most applications. Lehmer suggested the use of the 31-bit prime m = 231 - 1 = 2,147,483,647. For this prime, a = 75 = 16,807 is one of the many values that gives a full-period generator. Its use has been well studied and is recommended by experts in the field. We will see later that with random number generators, tinkering usually means breaking, so one is well advised to stick with this formula until told otherwise. 

This seems like a simple routine to implement. Generally, a global variable is used to hold the current value in the sequence of x's. This is the rare case where a global variable is useful. This global variable is initialized by some routine. When debugging a program that uses random numbers, it is probably best to set x0 = 1, so that the same random sequence occurs all the time. When the program seems to work, either the system clock can be used or the user can be asked to input a value for the seed. 

It is also common to return a random real number in the open interval (0, 1) (0 and 1 are not possible values); this can be done by dividing by m. From this, a random number in any closed interval [a, b] can be computed by normalizing. This yields the "obvious" routine in Figure 10.54 which, unfortunately, works on few machines. 

The problem with this routine is that the multiplication could overflow; although this is not an error, it affects the result and thus the pseudo-randomness. Schrage gave a procedure in which all of the calculations can be done on a 32-bit machine without overflow. We compute the quotient and remainder of m/a and define these as q and r, respectively. In our case, q = 127,773, r = 2,836, and r < q. We have
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unsigned int seed;        /* global variable */

#define a     16807            /* 7^5 */

#define m     2147483647       /* 2^31 - 1 */

double

random( void )

{

seed = ( a * seed ) % m;

return( ( (double) seed ) / m );

}

Figure 10.54 Random number generator that does not work

unsigned int seed;      /* global variable */

#define a      16807          /* 7^5 */

#define m      2147483647     /* 2^31 - 1*/

#define q      127773         /* m/a */

#define r      2836           /* m%a */

double

random( void )

{

int tmp_seed;

tmp_seed = a * ( seed % q ) - r * (seed / q );

if( tmp_seed >= 0)

seed = tmp_seed;

else

seed = tmp_seed + m;

return( ( (double) seed ) / m );

}

Figure 10.55 Random number generator that works on 32 bit machines

INTRODUCTION TO ALGORITHM ANALYSIS: ASYMPTOTIC NOTATION

Suppose we are considering two algorithms, A and B, for solving a given problem. Furthermore, let us say that we have done a careful analysis of the running times of each of the algorithms and determined them to be [image: image326.png]Ta(n)



and [image: image327.png]T5(n)



, respectively, where n is a measure of the problem size. Then it should be a fairly simple matter to compare the two functions [image: image328.png]Ta(n)
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to determine which algorithm is the best! 

But is it really that simple? What exactly does it mean for one function, say [image: image330.png]Ta(n)



, to be better than another function, [image: image331.png]T5(n)



? One possibility arises if we know the problem size a priori. For example, suppose the problem size is [image: image332.png]0



and [image: image333.png]Talno)} < Tr(no)



. Then clearly algorithm A is better than algorithm B for problem size [image: image334.png]0



. 

In the general case, we have no a priori knowledge of the problem size. However, if it can be shown, say, that [image: image335.png]Ta(n} < Tn(n)



for all [image: image336.png]


, then algorithm A is better than algorithm B regardless of the problem size. 

Unfortunately, we usually don't know the problem size beforehand, nor is it true that one of the functions is less than or equal the other over the entire range of problem sizes. In this case, we consider the asymptotic behavior  of the two functions for very large problem sizes

An Asymptotic Upper Bound-Big Oh

In 1892, P. Bachmann  invented a notation for characterizing the asymptotic behavior of functions. His invention has come to be known as big oh notation: 

Definition (Big Oh)     Consider a function f(n) which is non-negative for all integers [image: image337.png]


. We say that ``f(n) is big oh g(n),'' which we write f(n)=O(g(n)), if there exists an integer [image: image338.png]0



and a constant c>0 such that for all integers [image: image339.png]
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. 

An Asymptotic Lower Bound-Omega

The big oh notation introduced in the preceding section is an asymptotic upper bound. In this section, we introduce a similar notation for characterizing the asymptotic behavior of a function, but in this case it is a lower bound. 

Definition (Omega)     Consider a function f(n) which is non-negative for all integers [image: image341.png]


. We say that ``f(n) is omega g(n),'' which we write [image: image342.png]$gin))




, if there exists an integer [image: image343.png]0



and a constant c>0 such that for all integers [image: image344.png]
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. 

The definition of omega is almost identical to that of big oh. The only difference is in the comparison--for big oh it is [image: image346.png]fin} < cgln)



; for omega, it is [image: image347.png]fin} 2 cgin)



. All of the same conventions and caveats apply to omega as they do to big oh. 

Asymptotic Analysis of Algorithms

The previous chapter presents a detailed model of the computer which involves a number of different timing parameters-- [image: image348.png]{fetch
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. We show that keeping track of the details is messy and tiresome. So we simplify the model by measuring time in clock cycles, and by assuming that each of the parameters is equal to one cycle. Nevertheless, keeping track of and carefully counting all the cycles is still a tedious task. 

In this chapter we introduce the notion of asymptotic bounds, principally big oh, and examine the properties of such bounds. As it turns out, the rules for computing and manipulating big oh expressions greatly simplify the analysis of the running time of a program when all we are interested in is its asymptotic behavior. 

For example, consider the analysis of the running time of Program [image: image360.png]




 again, an algorithm to evaluate a polynomial using Horner's rule. 



, which is just Program 
   [image: image361.png]public class Example
{
public static int hormer (int[] a, int m, int x)
{
int result = a [a]
for (int i =mn - 1; 1 >= 0; —-1)
result = result * x + a [i];
return result;
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 done in three ways--a detailed analysis, a simplified analysis, and an asymptotic analysis. In particular, note that all three methods of analysis are in agreement: Lines 5, 6a, and 8 execute in a constant amount of time; 6b, 6c, and 7 execute in an amount of time which is proportional to n, plus a constant. 



 shows the running time analysis of Program 
The most important observation to make is that, regardless of what the actual constants are, the asymptotic analysis always produces the same answer! Since the result does not depend upon the values of the constants, the asymptotic bound tells us something fundamental about the running time of the algorithm. And this fundamental result does not depend upon the characteristics of the computer and compiler actually used to execute the program! 

Of course, you don't get something for nothing. While the asymptotic analysis may be significantly easier to do, all that we get is an upper bound on the running time of the algorithm. In particular, we know nothing about the actual running time of a particular program. (Recall Fallacies [image: image375.png]
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RECURRENCES

a recurrence relation is an equation that recursively defines a sequence: each term of the sequence is defined as a function of the preceding terms.

The term difference equation sometimes (and for the purposes of this article) refers to a specific type of recurrence relation. Note however that "difference equation" is frequently used to refer to any recurrence relation.

An example of a recurrence relation is the logistic map:

Some simply defined recurrence relations can have very complex (chaotic) behaviours, and they are a part of the field of mathematics known as nonlinear analysis.

Solving a recurrence relation means obtaining a closed-form solution: a non-recursive function of n.

Example: Fibonacci numbers
The Fibonacci numbers are defined using the linear recurrence relation

with seed values:

Explicitly, recurrence yields the equations:

etc.

We obtain the sequence of Fibonacci numbers which begins:

0, 1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89, ... 

It can be solved by methods described below yielding the closed form expression which involve powers of the two roots of the characteristic polynomial t2 = t + 1; the generating function of the sequence is the rational function t / (1 − t − t2).

Structure
Linear homogeneous recurrence relations with constant coefficients
An order linear homogeneous recurrence relation with constant coefficients is an equation of the form:

where the d coefficients (for all ) are constants.

It can be shown that, in general, an order linear homogeneous recurrence relation with constant coefficients can be expressed as the sum of different geometric progressions with different common ratios. An exception occurs when the equation that normally determines the common ratios of those geometric progressions fails to have all its roots distinct[1][unreliable source?]. Such an expression as a sum of geometric progressions is called a Binet formula.[2] (However, the term Binet formula is also frequently used with specific reference to the expression of the Fibonacci sequence as the sum of two power sequences; see Fibonacci number#Relation to the golden ratio.)

More precisely, this is an infinite list of simultaneous linear equations, one for each n > d − 1. A sequence which satisfies a relation of this form is called a linear recursive sequence or LRS. There are d degrees of freedom for LRS, the initial values (initial conditions) can be taken to be any values but then the linear recurrence determines the sequence uniquely.

The same coefficients yield the characteristic polynomial (also "auxiliary polynomial")

whose d roots play a crucial role in finding and understanding the sequences satisfying the recurrence.

Rational generating function
Linear recursive sequences are precisely the sequences whose generating function is a rational function: the denominator is the auxiliary polynomial (up to a transform), and the numerator is obtained from the seed values.

The simplest cases are periodic sequences, an = an − d, , which have sequence and generating function a sum of geometric series:

More generally, given the recurrence relation:

with generating function the series is annihilated at ad and above by the polynomial: That is, multiplying the generating function by the polynomial yields as the coefficient on xn, which vanishes (by the recurrence relation) for . Thus so dividing yields expressing the generating function as a rational function.The denominator is xdp(1 / x), a transform of the auxiliary polynomial (equivalently, reversing the order of coefficients); one could also use any multiple of this, but this normalization is chosen both because of the simple relation to the auxiliary polynomial, and so that b0 = a0.
The more restrictive definition of difference equation is an equation composed of and its kth differences. (A widely used broader definition treats "difference equation" as synonymous with "recurrence relation". See for example rational difference equation and matrix difference equation.)

Linear recurrence relations are difference equations, and conversely; since this is a simple and common form of recurrence, some authors use the two terms interchangeably. For example, the difference equation

is equivalent to the recurrence relation

Thus one can solve many recurrence relations by rephrasing them as difference equations, and then solving the difference equation, analogously to how one solves ordinary differential equations; but it would be very difficult to make the Ackermann numbers into a difference equation, much less points on the solution to a differential equation.

Introduction to NP-COMPLETE PROBLEMS

A decision problem D is said to be NP complete if 1. It belongs to class NP. 2. Every problem in NP is polynomially reducible to D. 

A problem P1 can be reduced to P2 as follows 

Provide a mapping so that any instance of P1 can be transformed to an instance of P2. Solve P2 and then map the answer back to the original. As an example, numbers are entered into a pocket calculator in decimal. The decimal numbers are converted to binary, and all calculations are performed in binary. Then the final answer is converted back to decimal for display. For P1 to be polynomially reducible to P2, all the work associated with the transformations must be performed in 

polynomial time. 

The reason that NP - complete problems are the hardest NP problems is that a problem that is NP - complete can essentially be used as a subroutine for any problem in NP, with only a polynomial amount of overhead. Suppose we have an NP - complete problem P1. Suppose P2 is known to be in NP. Suppose further that P1 polynomially reduces to P2, so that we can solve P1 by using P2 with only a polynomial time penalty. Since P1 is NP - complete, every problem in NP polynomially reduces to P1. By applying the closure property to polynomials, we see that every problem in NP is polynomially reducible to P2; we reduce the problem to P1 and then reduce P1 to P2. Thus, P2 is NP - Complete. Travelling salesman problem is NP - complete. It is easy to see that a solution can be checked in polynomial time, so it is certainly in NP. Hamilton cycle problem can be polynomially reduced to travelling salesman problem. 

Hamilton Cycle Problem transformed to travelling salesman problem. 

Some of the examples of NP - complete problems are Hamilton circuit, Travelling salesman, knapsack, graph coloring, Bin packing and partition problem. 
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